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Abstract

We study posterior sampling in the sparse two-community stochastic block model with in-
dependent uniform labels and fixed known rational assortative parameters a > b > 0. We prove
that a polynomial-time sampler exists whenever (a − b)2/[2(a + b)] exceeds an absolute con-
stant. The expected total variation error tends to zero under the original graph distribution,
and the algorithm has deterministic polynomial bounds on its bit complexity and random-bit
use on every input graph. The proof combines two constructions. At small contrast, a low-rank
Gaussian representation produces a tempered initial law, which is then cooled using quantitative
estimates for the disagreement graph of two replicas. At larger contrast, local correction of a
recovered labeling produces a core with uniform energy margins; component updates sample its
conditional uncertainty, and a centered rejection step restores the exact quadratic interaction
contributed by nonedges. A single bounded-excess decomposition serves both initialization and
cooling. We also give a locally uniform version and an explicit parameter-precision bound for
fixed computable real parameters.

Note. This work was developed using GPT-6 and Pharos, an automated mathematical
reasoning system built on Rethlas [JGJ+26], prompted by Zhangsong Li without any mathe-
matical input. We thank Bin Dong, Guoxiong Gao, Jiedong Jiang, Shurui Liu, Zeming Sun,
and Bin Wu for developing and refining Pharos, and thank Jihao Liu, Bohan Fang, Jingjun
Han, Guchuan Li, Ruochuan Liu, Yujie Luo, Zhenfu Wang, and Yijun Yuan for feedback on the
system. Language-model assistance was also used in subsequent proof simplification, exposition,
and reference checking.
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1 Introduction

The stochastic block model is a basic model of a network with latent communities. Much of its algo-
rithmic theory concerns recovery: given the graph, estimate the hidden labels with as few mistakes
as possible. Posterior sampling asks for the full conditional distribution of those labels. A sample
should reproduce the uncertainty left by the observed graph, including dependence between am-
biguous vertices and symmetry between equivalent community names. These requirements remain
meaningful when the signal is large enough to recover most labels accurately.

We consider two communities. The labels X1, . . . , Xn are independent uniform signs. Condi-
tional on X, the unordered edges of a simple graph G are independent, with

P(ij ∈ E(G) | X) =

{︄
a/n, Xi = Xj ,

b/n, Xi ̸= Xj ,
a > b > 0, n > a.

The parameters are fixed as n→ ∞ and are known to the algorithm. Write

d =
a+ b

2
, θ =

a− b

a+ b
, κ = dθ2 =

(a− b)2

2(a+ b)
, µg = L(X | G = g).

Thus d is the average-degree parameter and θ ∈ (0, 1) measures the contrast between the commu-
nities. We allow every fixed a > b > 0 above a sufficiently large absolute threshold on κ.

Two features of the posterior are central to the argument. First, it is invariant under the global
sign change s ↦→ −s. Second, the absence of an edge carries information. Define

M(s) =

n∑︂
i=1

si, Fg(s) =
∑︂

ij∈E(g)

sisj ,

and

Jn =
1

2
log

a(n− b)

b(n− a)
, γn =

1

2
log

n− a

n− b
, τn = −γn.

The exact posterior is

µg(s) =
1

Zg
exp

{︂
JnFg(s) +

γn
2
M(s)2

}︂
, Jn > 0, γn < 0. (1.1)
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Indeed, an observed edge contributes the pair coefficient 1
2 log(a/b), a nonedge contributes γn, and∑︁

i<j sisj = (M(s)2 − n)/2. Subtracting the nonedge coefficient on observed edges gives Jn. The
uniform prior then gives (1.1). The negative quadratic term couples the total spins of disconnected
graph components, so even a decomposition of the observed graph must account for this interaction.

1.1 Main result

For a randomized algorithm run on the observed graph g, let ˆ︁µg denote its conditional output
law, including all of its internal randomness. Its random seed is independent of the latent labels
conditional on the graph and known parameters. We refer to this as a graph-only algorithm. For
finite probability measures, TV(λ, π) = 1

2

∑︁
x |λ(x)− π(x)|.

Theorem 1.1. There is an absolute constant C such that, for every fixed known rational a > b > 0
with κ > C, a graph-only algorithm satisfies

EGTV(ˆ︁µG, µG) = o(1).

Its bit complexity and random-bit use have deterministic polynomial bounds on every input graph.
The polynomial may depend on the fixed parameters. There is no additional restriction on d.

For every fixed real pair a > b > 0 with κ > C, suppose certified evaluation of c ∈ {a, b} to
absolute error 2−k has bit cost Tc(k). There are finite auxiliary rational data, a function ηa,b(n) → 0,
and a polynomial Pa,b such that, for dyadic ϵ ∈ (0, 1) and all sufficiently large n, the algorithm
satisfies

EGTV(ˆ︁µG,ϵ, µG) ≤ ηa,b(n) + ϵ.

After a fixed finite preprocessing step, it requests one approximation of each parameter with

k ≤ Ca,b + ⌈log2(n/ϵ)⌉

and has total bit cost at most

Ta(k) + Tb(k) + Pa,b(n, ϵ
−1, k).

The polynomial also bounds its random-bit use. The preprocessing uses finitely many certified coarse
evaluations, and its cost is charged separately.

The statistical guarantee is averaged over the original SBM graph marginal. It therefore also
implies convergence in probability of the conditional total variation error. The computational
bound holds on every graph, including graphs outside the events used in the proof. For fixed
polynomial-time computable real parameters, taking an inverse-polynomial numerical accuracy
gives polynomial total cost. For arbitrary computable parameters, the two evaluation costs in the
theorem remain part of the conclusion.

The threshold C and the polynomial bounds obtained here are not optimized. The result
establishes polynomial-time samplability throughout a parameter range defined by one absolute
signal threshold. It does not identify the smallest possible signal threshold or give a practical
implementation with competitive constants.

1.2 Related work

Recovery algorithms provide a useful starting point for the phase-based construction. Chin, Rao,
and Vu [CRV15] develop spectral initialization and refinement using reserved edges. Mossel, Nee-
man, and Sly [MNS16] connect belief propagation and robust reconstruction to optimal recovery in
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the two-community model. We use a two-half spectral construction in the spirit of [CRV15], with
the simultaneous regularization theorem of Le, Levina, and Vershynin [LLV17]. Keeping this short
construction makes its guarantee explicit for independent labels, all fixed b > 0, and deterministic
polynomial bit complexity.

The sparse-reference analysis uses results of Liu, Mohanty, Rajaraman, and Wu [LMRW24].
Their decomposition of a sparse random graph into a spectrally controlled part and a near-forest
addresses the high-degree vertices that obstruct a direct operator-norm argument. We use their
covariance and tree entropy estimates as external inputs. Our sampling construction also needs
quantitative control under the graph law obtained after conditioning on two replicas. We establish
this control for sequential edge laws and allow a fixed number of excess edges in each sparse
component. This stronger probability bound is sufficient for every stage of the tempering schedule
and also supplies the initial sampler.

Component exchanges have a long history in Monte Carlo methods, including the replica-cluster
updates of Houdayer [Hou01]. Our phase analysis uses the same elementary exchange symmetry to
control linear statistics under the full joint law of exceptional spins and core defects. A component-
path argument in the framework of Sinclair [Sin92] then gives a weak Poincaré inequality. Low-
temperature polymer algorithms, such as those of Chen et al. [CGG+21], provide a related approach
to sampling close to an ordered configuration. Here the exceptional region has its own correlated
distribution, and the posterior includes the dense magnetization penalty in (1.1). Both are retained
in the construction.

1.3 Proof overview

The proof uses two complementary parameter ranges. A single recovered-phase argument naturally
requires κ ≥ C1(1+log d) because connected defect sets must be suppressed relative to their graph-
counting entropy. This condition follows from a large absolute lower bound on κ whenever θ is
bounded away from zero. Small contrast requires a different construction, since d = κ/θ2 can then
be arbitrarily large at a fixed signal-to-noise ratio.

Small contrast. Let νβ,g(s) ∝ µg(s)
β. At t ≍ κ−1/2, an observable spectral calculation separates

a positive semidefinite matrix of rank at most two from a sparse reference interaction and a small
residual. The reference law is sampled by dynamic programming with two global counts. Gaussian
block resampling adds the small residual, while numerical integration over a two-dimensional Gaus-
sian field restores the low-rank part. The residual is defined exactly after the observable rank-two
matrix has been chosen, so the construction samples the intended tempered law.

To cool from t to 1, consider two independent tempered replicas and align their global signs.
Likelihood affinities put their disagreement set inside 2e−tκ/8n vertices, except with exponentially
small averaged probability. Conditioning on the replicas changes the graph law. We compute
its conditional edge odds directly and obtain uniform upper and lower bounds on every succes-
sive internal-edge probability. A quantitative decomposition applies to this law and gives an all-
field Poincaré bound on each good disagreement fiber. Averaging over fibers yields an even weak
Poincaré inequality with a summable defect. A deterministic temperature schedule, started from
the constructed law, then reaches the posterior.

The dependence on the graph-growth constants matters here. Retaining the ratio ∆/D in the
external tree entropy inequality yields a weak Poincaré coefficient of order n2, rather than a large
power arising from replacing ∆/D by ∆. This bound is sufficient for O(n4 log n) ideal single-site
transitions in the cooling stage. The initialization and numerical work have their own polynomial
costs.

A recovered phase. Start from a labeling with exponentially small error and perform local energy
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ascent. Small-set sparsity prevents the error set from crossing a fixed Hamming barrier. Local
stability then confines all remaining errors to the closure of atypical planted vertices. The algorithm
constructs an observable exceptional set inside this closure. Its components have logarithmic size,
and every small core defect has a uniform energy penalty, regardless of the exceptional spins.

A single witness estimate controls uncertainty components of two independent samples, uni-
formly in the scalar field, defect fugacity, and component cutoff. Exchanging a whole uncertainty
component between replicas preserves their product weight. This gives a susceptibility bound for
the joint law and a weak Poincaré estimate for component heat-bath updates. A small initial fu-
gacity fixes the core while leaving only logarithmic exceptional components to sample; increasing
the fugacity produces the law within a recovered Hamming ball.

Finally, a sampled estimate of the mean magnetization selects a scalar field. Rejection with
probability

exp{−τn(M(s)− c)2/2}
restores the quadratic term in (1.1) exactly. The susceptibility bound makes the acceptance proba-
bility inverse polynomial. A final independent fair sign combines the two phases. The local-ascent
center already has sufficiently small magnetization, so this step requires no exact balancing of its
coordinates.

The two constructions have estimates uniform on a sufficiently small fixed parameter neigh-
borhood. This uniformity permits rational approximations that vary with n. Coupling the edge
variables at two nearby parameter pairs gives the precision O(log(n/ϵ)) in Theorem 1.1.

1.4 Notation and external inputs

For spins s, t, let dH(s, t) be their Hamming distance and put d±(s, t) = min{dH(s, t), dH(s,−t)}.
A function is even if f(s) = f(−s), and osc(f) = max f − min f . For a reversible kernel P with
stationary law π, use

Eπ,P (f, f) = ⟨f, (I − P )f⟩π =
1

2

∑︂
x,y

π(x)P (x, y)(f(x)− f(y))2.

A weak Poincaré inequality has the form Varπf ≤ AEπ,P (f, f) + b osc(f)2. A heat-bath update
resamples the chosen coordinates from their exact conditional law. Such a kernel is an average of
conditional-expectation projections and is positive semidefinite on L2(π).

Graph balls include their centers. For a connected graph Q, its excess is exc(Q) = |E(Q)| −
|V (Q)|+1. We write ΠU for the coordinate projection onto a set U , ∥ ·∥ for the Euclidean operator
norm, and ∥ · ∥F for the Frobenius norm. All logarithms are natural unless a base is displayed.
Constants called absolute are independent of a, b, d, θ, n. Other constants and polynomial degrees
may depend on the fixed parameters. All computations are capped on every input; the treatment
of numerical errors is collected in Appendix A.

We state the spectral input in the exact form used later. Its simultaneity allows the modified
vertex set to be chosen from the observed graph.

Lemma 1.2 (Le–Levina–Vershynin, [LLV17], Theorem 2.1). Let A be the adjacency matrix of
a graph on N vertices with independent unordered edges of probabilities pij, and put dmax =
N maxi<j pij > 0. For every r ≥ 1, with probability at least 1 − N−r, every symmetric non-
negative matrix A′ obtained by reducing edge weights only on edges incident to a set of at most
10N/dmax vertices satisfies

∥A′ − EA∥ ≤ CLLVr
3/2(

√︁
dmax +

√
d′), d′ = max

i

∑︂
j

A′
ij ,
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where CLLV is absolute.

The remaining external inputs are the tree covariance and entropy inequalities from [LMRW24],
the Dobrushin Poincaré inequality from [Wu06], and the Brascamp–Lieb variance inequality [BL76].
They are cited at their points of use. We use standard concentration inequalities in the forms
collected in [BLM13].

The posterior geometry and recovery construction are given in §2. The sparse-reference and
graph-decomposition estimates occupy §3 and §4; initialization and cooling are treated in §5 and §6.
The recovered-phase construction is developed in §7 and §8. Finally, §9 combines the two ranges
and proves the real-parameter statement.

2 Posterior concentration and initialization

The posterior identity (1.1) separates the sparse edge interaction from the quadratic penalty on
the total spin. We first show that, at large signal-to-noise ratio, the posterior concentrates in two
Hamming balls. We then construct a center for these balls. The recovery argument follows the
spectral-initialization and reserved-edge-refinement approach of [CRV15]; the spectral estimate is
supplied directly by [LLV17, Theorem 2.1].

Lemma 2.1. Suppose κ ≥ 32 and put q = e−κ/16. For every x ∈ {−1, 1}n,

E
[︁
µG{s : d±(s, x) ≥ qn} | X = x

]︁
≤ 4e−κqn/8.

Proof. Write Ls(g) = P(G = g | X = s). Since the prior is uniform,

µg(s) ≤ min{1, Ls(g)/Lx(g)} ≤
√︁
Ls(g)/Lx(g).

If dH(s, x) = k, exactly k(n − k) pairs have different label products. Independence of the edges
therefore gives

E[µG(s) | X = x] ≤ hk(n−k)
n , hn =

√
ab

n
+
√︁
(1− a/n)(1− b/n).

Moreover,

1− hn ≥ (
√
a−

√
b)2

2n
≥ κ

2n
.

For qn ≤ k ≤ n/2, we have h
k(n−k)
n ≤ e−κk/4 and

(︁
n
k

)︁
≤ (en/k)k ≤ eκk/8. Summing the two

antipodal Hamming layers yields

E[µG{s : d±(s, x) ≥ qn} | X = x] ≤ 2
∑︂

k≥⌈qn⌉

e−κk/8 ≤ 4e−κqn/8.

Proposition 2.2. There is an absolute Crec such that, for fixed rational a > b > 0 with κ > Crec,
a deterministic algorithm returns a labeling v = v(G) satisfying

P{d±(v,X) > e−κ/16n} = o(1).

Its bit complexity is polynomial on every input graph. In addition, on every compact parameter
rectangle U ⊂ {a > b > 0, κ > Crec}, the failure probability tends to zero uniformly, and its cost is
bounded by one polynomial in n and the rational input length.
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Proof. Put α = (a − b)/2 = dθ and q = e−κ/16. Split the vertices into the fixed halves H1 =
{1, . . . , ⌊n/2⌋} and H2 = [n] \ H1. For either half H, write m = |H|, λH = ma/n, and let AH

be the induced adjacency matrix. Delete edges incident to vertices of degree greater than 64λH ,
obtaining A′

H , and set

BH = A′
H − d

n
1H1TH +

a

n
IH .

Choose an integer D clearing the denominators of a and d. Form the integer matrix TH = DnBH ,
raise it to the even power t = 10(1 + ⌊log2 n⌋), and choose a column of T t

H with largest squared
Euclidean norm. Assign +1 to its ⌊m/2⌋ largest coordinates and −1 to the others. All ties are
resolved by vertex index. Denote this balanced labeling by WH .

Conditional on X = x, edges in H are independent and have probabilities at most a/n. If at
least k = ⌈m/λH⌉ vertices have degree greater than 64λH , some k-set meets more than 32λHk
edges. The exponential bound for a sum of Bernoulli variables and a union bound over the sets
give probability at most

2m exp{−[32− (e− 1)]λHk} ≤ e−29m.

Outside this event, at most 10m/λH vertices were modified. Applying [LLV17, Theorem 2.1] with
failure exponent 3 gives, uniformly in x,

∥A′
H − E[AH | X = x]∥ ≤ K

√
a

except with probability at most m−3 + e−29m, where K is absolute. The expectation is

E[AH | X = x] =
d

n
1H1TH +

α

n
xHx

T
H − a

n
IH .

Thus BH = ℓHuHu
T
H+EH , where uH = xH/

√
m, ℓH = αm/n, and ∥EH∥ ≤ K

√
a. Since a < 2d and

α2 = κd, increasing Crec makes ∥EH∥/ℓH ≤ 2−16. The largest eigenvalue is then at least ℓH−∥EH∥,
while all remaining eigenvalues have absolute value at most ∥EH∥. The variational characterization
also shows that a corresponding unit eigenvector is within squared distance 4∥EH∥/ℓH of one of
±uH .

The selected column of Bt
H has norm at least its largest eigenvalue to power t, divided by

√
m;

its component orthogonal to the leading eigenvector has norm at most ∥EH∥t. Consequently its
normalized vector has squared distance at most 2−12 from one of ±uH , for all sufficiently large
n. Its coordinate signs make at most 2−12m mistakes. Enforcing balance adds at most this many
mistakes plus |

∑︁
i∈H xi|/2+1. Hoeffding’s inequality [BLM13, Chapter 2] therefore gives an event

GH with
P(Gc

H) ≤ m−3 + e−29m + 2e−m/(2·106)

on which d±(WH , XH) ≤ m/100 and |
∑︁

i∈H Xi| ≤ m/1000.
Now use the cross edges to refine each estimate. If K = [n] \H, put

RK(i) = sgn+

⎛⎝∑︂
j∈H

WH(j)Aji

⎞⎠ , i ∈ K,

where sgn+(0) = 1. For the analysis, choose τH ∈ {−1, 1} so that YH = τHWH is closest to XH ,
and condition on FH = σ(X,AH). On GH , the signed vote Si = Xi

∑︁
j∈H YH(j)Aji has conditional

mean ηi and variance σ2i satisfying, for sufficiently large n,

7α

16
≤ ηi ≤

9α

16
, σ2i ≤ 9d

16
.
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Here balance of YH controls the d/n term in the mean, and balance of XH controls the variance.
Bernstein’s inequality [BLM13, Theorem 2.10 and Corollary 2.11] yields

P(Si ≤ 0 | FH) ≤ exp

{︃
− η2i
2(σ2i + ηi/3)

}︃
≤ e−49κ/384 ≤ q2.

For distinct i ∈ K, these error events use disjoint cross edges and are conditionally independent.
The Bernoulli upper-tail bound, with exponential parameter log(1/q), gives

P{dH(RK , τHXK) > q|K| | FH} ≤ e−q|K| on GH .

Apply this bound in both directions and take a union bound; independence between the two
refinement procedures is not needed.

Finally let c = sgn+⟨RH2 ,WH2⟩, and output vH2 = RH2 and vH1 = cRH1 . On the preceding
success event,

dH(RH2 , τH1τH2WH2) ≤ (q + 1/100)|H2| < |H2|/2,

so c = τH1τH2 and d±(v,X) ≤ qn.
All algorithmic steps are integer or rational operations. If bin is the parameter encoding length,

an entry of T j
H has O(j(bin + log(n+1))) bits. The exponent is O(log n), so matrix multiplication,

column comparisons, sorting, and refinement have polynomial bit cost on every graph. For finitely
many small sizes the algorithm may return a fixed labeling. On a compact rectangle U , all finite-
size inequalities above hold beyond one threshold, the spectral margin is uniform, and q has a
positive lower bound. The displayed failure bounds and arithmetic estimates are therefore uniform
on U .

Lemma 2.3. Let P be a positive-semidefinite reversible Markov kernel with stationary law π.
Suppose

Varπf ≤ AEπ,P (f, f) + b osc(f)2, A ≥ 1, b ≥ 0,

for every real f . If λ ≤Mπ pointwise with M ≥ 1, then

TV(λP T , π) ≤
√
M
√︂

1
4e

−T/A + b.

The same conclusion holds if the inequality is only assumed for even functions, provided π, λ are
invariant under global sign and P (−s,−t) = P (s, t).

Proof. For 0 ≤ f ≤ 1, put fj = P jf and Vj = Varπfj . The spectrum of P lies in [0, 1], so

Vj − Vj+1 = ⟨fj , (I − P 2)fj⟩π ≥ Eπ,P (fj , fj) ≥ (Vj − b)/A.

Since V0 ≤ 1/4 and osc(fj) ≤ 1, iteration gives VT ≤ e−T/A/4 + b. With h = dλ/dπ, we have
Eπh

2 ≤ M , and Cauchy–Schwarz gives |λP T f − πf | ≤
√
MVT . Taking the supremum over f

proves the claim. Under sign symmetry, replace f by (f(s) + f(−s))/2; its iterates remain even
and both measures have the same expectation of f and its even part.

3 Sparse reference measures

The small-contrast construction uses a sparse interaction together with a small matrix perturbation.
The sparse components need not be trees: a fixed bound on their excess is sufficient both for
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sampling and for the variance estimates. This observation lets us use one quantitative graph
decomposition throughout the proof.

For a symmetric matrix A and h ∈ Rm, write

πA,h(s) ∝ exp{sTAs/2 + hTs}, s ∈ {−1, 1}m.

Diagonal entries of A only change the normalizing constant. Let H be a graph with components
Q1, . . . , QN , including singletons, and let U contain every singleton component. Assume that, for
some 1 ≤ D ≤ ∆,

|BH
j (v)| ≤ ∆Dj−1 (j ≥ 1), |BH

j (v) ∩ U | ≤ Dj (j ≥ 0). (3.1)

Let JH , E be symmetric zero-diagonal matrices, with JH supported on H, and put R = JH + E.
Define

Wii = 0, Wij =
∑︂

v∈Qi, w∈Qj

|Evw| (i ̸= j), qblk = ∥W∥, δ = max
i

max
s∈{−1,1}Qi

⃓⃓⃓⃓
1

2
sTEQi,Qis

⃓⃓⃓⃓
.

(3.2)
The two quantities in (3.2) measure, respectively, interactions between distinct components and
the perturbation within one component.

3.1 Covariance and variance estimates

We use two results for tree interactions from [LMRW24, Lemmas 4.5, 4.18–4.19 and Appendix A.1].
If H is a forest satisfying (3.1) and |(JH)vw| ≤ 1/(2

√
D), then, uniformly in h,

∥ΠU CovπJH,h
(s)ΠU∥ ≤ 4e, VarπJH,h

f ≤ 4e1+32∆/D
m∑︂
i=1

EπJH,h
Var(f | s−i). (3.3)

For signed tree interactions, a change of variables sv ↦→ ζvsv makes every edge interaction nonneg-
ative and only changes the field. Thus the cited results apply with the same bounds. The second
inequality is the Poincaré consequence of the cited tree entropy inequality, with a deliberately
conservative constant. We use these results directly.

Lemma 3.1. Suppose every component of H has excess at most e0, |(JH)vw| ≤ 1/(2
√
D), qblk ≤

1/2, and δ ≤ 1. Set Ce0 = 256 4e0. Then, for every h,

VarπR,h
f ≤ 2

N∑︂
j=1

EπR,h
Var(f | sQc

j
), (3.4)

∥ΠU CovπR,h
(s)ΠU∥ ≤ Ce0 , (3.5)

VarπR,h
f ≤ 8e5+2e0+32∆/D

m∑︂
i=1

EπR,h
Var(f | s−i). (3.6)

The same assertions hold after multiplying R by any number in [0, 1].

Proof. Changing the spins of Qj changes the conditional log weight on Qi by a function with
oscillation at most 4Wij . Exponential interpolation between the two conditional laws shows that
their total variation distance is at most Wij : for an event A, the derivative is a covariance bounded
by 1

4 times this oscillation. Consequently the block Dobrushin matrix is entrywise bounded by W .
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Its spectral radius is at most ∥W∥ ≤ 1/2. The block Poincaré inequality of [Wu06, Theorem 2.1],
applied with the discrete metric on each block, gives (3.4).

Choose a spanning tree in each component. Deleting at most e0 non-tree edges changes its
energy by at most e0/(2

√
D). Conditional on all other components, the remaining perturbation of

its tree law therefore has absolute energy at most

δ′ = 1 +
e0

2
√
D

≤ 1 + e0/2.

The tree inherits (3.1). Its conditional density ratio relative to the perturbed law lies between e−2δ′

and e2δ
′
. The usual bounded-perturbation comparison, in the form of [LMRW24, Lemma 3.8],

transfers the covariance bound in (3.3) with factor e2δ
′
and the Poincaré bound with factor e4δ

′
.

Apply (3.4) to a linear form supported on U and sum over the components. This gives

∥ΠU CovπR,h
(s)ΠU∥ ≤ 8e3+e0 < 256 4e0 .

Applying the same block inequality to the conditional single-site estimates gives (3.6). Scaling the
interaction down preserves all hypotheses.

The next lemma adds a positive semidefinite interaction through an auxiliary Gaussian field.
We state the argument for a general finite support because the conditional-variance identity will
also clarify which covariance bound is required.

Lemma 3.2. Let Ω ⊆ {−1, 1}m be nonempty, let w(s) > 0 on Ω, and let L be a real k×m matrix.
Suppose that

νz(s) ∝ w(s)ez
TLs, LCovνz(s)L

T ⪯ qIk (z ∈ Rk), 0 ≤ q < 1.

For µ(s) ∝ w(s)e∥Ls∥
2/2, consider the update

Z ∼ N(Ls, Ik), s′ ∼ νZ .

Its kernel P is reversible and positive semidefinite, and

Varµf ≤ 1

1− q
EVarνZf, Eµ,P (f, f) = EVarνZf. (3.7)

In particular,

TV(P T (s, ·), µ) ≤ 1

2

√︁
µ(s)−1 − 1 e−(1−q)T .

Proof. Use the joint density proportional to w(s)e−∥z∥2/2+zTLs. Completing the square gives the
stated marginals and conditional laws. In stationarity, the joint mass of two consecutive spins
is
∫︁
νz(s)νz(s

′) η(dz), where η is the field marginal. This proves reversibility, positivity, and the
Dirichlet-form identity.

If V = − log(dη/dz) and g(z) = Eνzf , differentiation gives

∇2V = Ik − LCovνz(s)L
T ⪰ (1− q)Ik, ∇g = Covνz(f, Ls).

For every unit vector u, Cauchy–Schwarz bounds |uT∇g|2 by qVarνzf . The Brascamp–Lieb variance
inequality [BL76, BK20] therefore yields

Varηg ≤ q

1− q
EVarνZf.

Conditional total variance gives (3.7). The stated total variation bound follows from the standard
L2 spectral estimate for a reversible positive-semidefinite kernel; see [LP17, Chapter 12].
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Proposition 3.3. Under the assumptions of Lemma 3.1, let K be symmetric, supported on U ×U ,
and satisfy

∥K∥ ≤ 1

16Ce0

=
1

4096 4e0
.

Then for every α ∈ [0, 1], every h, and λ = πα(K+R),h,

Varλf ≤ 16e5+2e0+32∆/D
m∑︂
i=1

EλVarλ(f | s−i).

Proof. Put b = (16Ce0)
−1 and B = αK+2bΠU . On U its eigenvalues lie in [b, 3b], so write B = LTL

with L zero outside U . Lemma 3.1 gives LCovπαR,h′ (s)L
T ⪯ (3/16)I for every h′. The Gaussian

representation has spin marginal λ, since the added diagonal only contributes a constant. Apply
Lemma 3.2 and then (3.6) inside the conditional expectation. For each coordinate, conditional total
variance gives

EZEπ
αR,h+LTZ

Var(f | s−i, Z) ≤ EλVar(f | s−i).

Multiplying the reference bound by 16/13 proves the assertion. If U is empty, K = 0 and the
reference bound already suffices.

3.2 Sampling with two global counts

The nonedge interaction will be retained by keeping two integer counts in a tree recursion. Allowing
a bounded number of cycles per component does not change polynomial-time computability.

Lemma 3.4. Let every component of a graph H on [m] have excess at most a fixed integer e0, and
fix v ∈ {−1, 1}m. Put

k(s) = |{i : si = 1}|, ℓ(s) = |{i : si = vi}|.

For nonnegative rational unary factors, positive rational edge factors, and a nonnegative rational
table g(k, ℓ), the partition function of

W (s) = g(k(s), ℓ(s))
∏︂
i

λi(si)
∏︂

ij∈E(H)

ψij(si, sj)

is exactly computable, including detection of zero partition, in time polynomial in m and the input
length for fixed e0. If it is positive, sampling to total variation error η has a deterministic polynomial
bit and random-bit bound in these quantities and log(1/η). The output always belongs to the support.

Proof. First consider a rooted tree. At vertex i, keep the conditional partition table indexed by its
spin and by the two counts in its subtree. Incorporating a child multiplies by its edge factor and
convolves the two count coordinates. Each table has at most 2(m+ 1)2 entries; direct convolution
over all children costs O(m5) arithmetic operations. Convolve component tables and multiply the
final table by g.

For a component of excess at most e0, choose a spanning tree and one endpoint of each non-
tree edge. Pin the spins on this set of at most e0 vertices. After deleting the pinned vertices, all
remaining edges lie in a forest; edges incident to pinned vertices become unary factors. Sum the
count tables over at most 2e0 pin assignments, including the pinned vertices’ weights and counts.
This enumeration is done separately in each component, so its factor is 2e0 , not exponential in the
number of components.

11



Clear the denominators factor by factor. A partial product has bit length at most the total input
length, and summing over assignments adds at most m bits. Thus all table entries have polynomial
bit length. Conditional partitions with additional pins are obtained by the same procedure. A
uniform integer rank in the final integer partition sum then samples by self-reduction, deciding one
spin at a time from its two pinned partitions. Rejection from the next larger power of two accepts
with probability at least 1/2. Cap this rejection after ⌈log2(1/η)⌉+1 attempts, using the rank-zero
supported configuration on failure. The cap changes the law by at most η and gives the stated
deterministic bounds.

The same algorithm applies to computable real factors once their logarithms can be evaluated
to the required precision. If there are Nf factors, logarithmic relative error at most η/(10Nf ) in
each positive factor changes the normalized law by at most η. Exact zero factors remain zero. This
observation, together with Lemma A.1, will be used without repeating numerical details in each
sampling construction.

4 Graph decompositions under the replica law

The disagreement set of two posterior samples depends on the observed graph. We therefore need
graph estimates that remain valid after conditioning on this set. We first establish the estimates for
graphs whose successive conditional edge probabilities lie in a prescribed interval, and then verify
this condition for the actual replica law. All graphs in this section retain their isolated vertices.

4.1 Canonical excision and spectral regularization

For a graph A on [m] and an integer D > 1, define

ℓA(v) = min{r ≥ 0 : |BA
j (v)| ≤ Dj for every integer j ≥ r}, HD(A) =

⋃︂
v∈[m]

A[BA
ℓA(v)(v)].

The union is an edge union. Write H = HD(A), let F have the remaining edges, and put

T = V ′(H) \ V ′(F ), U = [m] \ T, Mm = 1m1⊤m − Im,

where V ′(J) denotes the vertices incident to an edge of J .

Lemma 4.1. The canonical excision is monotone: A ⊆ A′ implies HD(A) ⊆ HD(A
′). Moreover,

degmax(F ) ≤ D, AF = ΠUAFΠU , |BH
j (v) ∩ U | ≤ Dj (j ≥ 0).

The partition is computable in polynomial time. If S2(H) is the sum of |Q|2 over the nonsingleton
components Q of H, then |V ′(H)| ≤ S2(H).

Proof. Ball inclusion implies ℓA(v) ≤ ℓA′(v) and hence monotonicity. If distA(v, w) < ℓA(v),
all edges incident to w belong to the selected ball around v. Consequently, for a nonsingleton
component, BH

j (v) misses U when j < ℓA(v), whereas for j ≥ ℓA(v) it has size at most Dj . A
singleton belongs to U . Any vertex incident to F has ℓA(v) = 0, so its degree in A is less than D.
This also proves the support assertion. The last inequality follows by summing component sizes.
Breadth-first search determines the radii: only j ≤ ⌈logDm⌉ need be tested.

Here and below, a bound on successive edge probabilities refers to one fixed ordering of the
edges, conditional on those already exposed.
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Lemma 4.2. Suppose a random graph A on [m] has successive edge probabilities in [ℓ, u], where
0 < ℓ < u < 1, and let p ∈ [ℓ, u]. Set Λ = max{1,mu}. For every r ≥ 1, outside an event of
probability at most 2m−r + e−m, the following holds simultaneously for every symmetric matrix A′

obtained by reducing edge weights of A only on edges incident to a set of at most 8m/Λ vertices,
and satisfying maxi

∑︁
j A

′
ij ≤ 64Λ:

∥A′ − pMm∥ ≤ Cr3/2
√
Λ + 2m(u− ℓ).

On the same event, at most m/Λ vertices of A have degree greater than 64Λ.

Proof. Use independent uniforms in the sequential construction to couple

A− ⊆ A ⊆ A+, A− ∼ G(m, ℓ), A+ ∼ G(m,u).

The difference A◦ = A+ −A− also has independent edges, of probability u− ℓ. Apply the simulta-
neous regularization theorem [LLV17, Theorem 2.1], in the form stated in Lemma 1.2, to A− and
A◦.

Let I+ = {v : degA+(v) > 64Λ}. If |I+| ≥ k := ⌊m/Λ⌋+ 1, some set of k vertices touches more
than 32Λk edges. The number of edges touching a fixed such set is binomial with mean at most
Λk. The Chernoff bound and a union bound over the sets give

P(|I+| > m/Λ) ≤ e−m.

Fix an admissible A′, with modified set I, on these three events. Split A′ = B′ + R′ by putting
B′

ij = A′
ijA

−
ij . The regularization theorem gives

∥B′ − ℓMm∥ ≤ Cr3/2
√
Λ.

For the remainder, form a matrix C ′ by retaining R′ on edges incident to I ∪ I+ and retaining A◦

elsewhere. Then 0 ≤ R′ ≤ C ′, the maximum row sum of C ′ is at most 64Λ, and its modified set
has size at most 9m/Λ. Since m(u− ℓ) ≤ Λ, the same regularization theorem gives

∥C ′ − (u− ℓ)Mm∥ ≤ Cr3/2
√
Λ.

Entrywise domination of nonnegative symmetric matrices implies ∥R′∥ ≤ ∥C ′∥. Combining the
two bounds with 0 ≤ p − ℓ ≤ u − ℓ proves the result, after enlarging C. The external theorem is
simultaneous over the modified sets and retained weights, so all conclusions hold simultaneously
over A′.

The next estimate is the quantitative geometric input used both to initialize the sampler and
to cool it. It gives a polynomially small failure probability for a single canonical decomposition.

Lemma 4.3. For every integer B ≥ 1, there is an integer LB with the following property. Fix an
integer L ≥ LB, and suppose the successive edge probabilities of A on [m] are at most L/m. Put

D = 1024L, α = e−D/16, e0 = 2B + 29, ∆m = D + (B + 5) logm.

For all sufficiently large m, with probability at least 1 −m−B, every component Q of H = HD(A)
satisfies

exc(Q) ≤ e0, |Q| ≤ m1/8, S2(H) ≤ αm, |BH
j (v)| ≤ ∆mD

j−1 (j ≥ 1).

The probability estimate is uniform over all eligible sequential laws. The boundary and degree bounds
of Lemma 4.1 hold deterministically.
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Proof. First consider ˆ︁A ∼ G(m,L/m). We give the estimates for its excision; monotone coupling
will then transfer them to A.

A heavy radius-j ball, meaning |Bj(v)| > Dj , contains a path of at most j vertices, starting
at v, whose ambient degrees sum to more than j(D − 1). Indeed, take a breadth-first tree, allow
termination at every vertex, and extend terminated paths to depth j by single-child steps. This
tree has one leaf for each vertex of the ball. Uniform choices among children assign some leaf
probability less than D−j , so the product of the branching numbers along that path exceeds Dj .
The arithmetic–geometric mean inequality gives the asserted degree sum after deleting the artificial
steps. A positive canonical radius r is at least two, and the ball of radius r−1 is heavy. Its selected
ball therefore contains a path with ambient-degree sum at least (D − 1)r/2 and at most r − 1
vertices.

Consider an induced path in the intersection graph of positive-radius selected balls, and let R
be the sum of their radii. Nonconsecutive balls are disjoint. The odd or the even balls have total
radius at least R/2, so their witness paths are disjoint and have total ambient-degree sum at least
(D − 1)R/4. Joining consecutive centers through ball intersections, and attaching these witnesses,
gives a connected set S containing any prescribed vertices in the two end balls, with

|S| ≤ 3R+ 1,
∑︂
v∈S

deg ˆ︁A(v) ≥ (D − 1)R/4. (4.1)

For a specified root, the expected number of embedded rooted plane trees with s vertices is
at most (4L)s−1. Conditional on its tree edges, the sum of ambient degrees of its vertices has
exponential moment at most e9Ls: the fixed tree contributes 2(s− 1), and the other incident edges
contribute at most two each. Thus, for R ≥ 2 and s ≤ 3R + 1, the expected number of connected
witnesses in (4.1) is at most

(4L)s−1e9Ls−(D−1)R/4 ≤ e−DR/8.

Summing over s, and also weighting by s when needed, gives∑︂
R≥R∗

16R2e−DR/8 ≤ e−DR∗/16 (R∗ ≥ 2). (4.2)

It follows that an induced intersection path of total radius at least R∗ exists with probability at most
me−DR∗/16. If none exists, each excision component has diameter less than 2R∗ and each selected
radius is less than R∗. The radius-2R∗ ball around any vertex is then light, so each component has
size at most D2R∗ .

Choose LB sufficiently large that

32(B + 12) logD

D
≤ 1

16
, Rm =

⌈︃
16(B + 12) logm

D

⌉︃
+ 2.

Outside probabilitym−B−11, every excision component has diameter less than 2Rm and size at most
D2Rm ≤ m1/8. If a component on this event has at least k = 2B + 30 excess edges, a breadth-first
spanning tree and k non-tree edges contain a connected witness with at most 1 + 4kRm vertices
and k excess edges. Enumerating its plane tree and additional edges bounds its probability by∑︂

s≤1+4kRm

m(4L)s−1s2k(L/m)k ≤ m1−k/2 = m−B−14

for sufficiently large m. Here the displayed choice of LB bounds the tree factor by a constant times
mk/8, and the remaining fixed constants and logarithmic factors by mk/8.
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Write Ξ = S2(HD( ˆ︁A)). For a fixed vertex x, every vertex of its nonsingleton excision component
is covered by a witness in (4.1) rooted at x. Summing witness sizes using (4.2), starting at R∗ = 2,
gives

EΞ ≤ me−D/8 = α2m.

To obtain concentration, encode the graph by its independent upper triangular rows. On the set
of graphs whose excision components have size at most s∗ = m1/8, the function Ξ is 2s2∗-Lipschitz
in the number of altered rows. To see this, adding an edge changes the excision only inside the
final excision component containing that edge. Every newly selected edge lies in a final selected
ball containing the added edge: otherwise the balls and induced edges determining that selection
would be unchanged. For two graphs differing in rows indexed by I, delete all edges incident to I to
obtain a common subgraph. Monotonicity shows that all changes lie in final components meeting
I, whose total squared sizes are at most |I|s2∗ in each graph.

Extend Ξ from this set by the infimum of its value plus 2s2∗ times row distance, and truncate to
[0,m2]. The extension Y remains 2s2∗-Lipschitz and agrees with Ξ on the good set. The bounded-
differences inequality [BLM13, Theorem 6.2] gives

P(Y − EY ≥ u) ≤ exp{−u2/(2ms4∗)}.

The component-size estimate implies EY ≤ α2m+m−B−9 ≤ αm/2 for large m. Consequently,

P(Ξ > αm, max
Q

|Q| ≤ s∗) ≤ e−α2√m/8.

Finally, breadth-first exploration of ˆ︁A is dominated by a Galton–Watson tree with offspring
distribution Poi(2L), for m ≥ 2L. This follows by dominating each Bernoulli(L/m) test by a
Poisson variable of mean − log(1 − L/m) and adding dummy tests. If Zj is the total population
through depth j, iterating its generating function gives

E exp{Zj/D
j−1} ≤ e1+4L (j ≥ 1).

For completeness, the logarithmic moment generating function is the (j + 1)-fold iterate at zero of
x ↦→ h+2L(ex− 1), with h = D−(j−1). For j ≥ 2, its first j iterates are at most 2h(4L)i−1 ≤ 1; the
last is at most 1 + 4L. The case j = 1 is immediate. Exponential Markov and a union bound over
roots and radii give the stated ball bound outside probability m−B−3. These failure probabilities
sum to at most m−B for large m.

For a general sequential law, the same uniforms couple A ⊆ ˆ︁A. Lemma 4.1 gives HD(A) ⊆
HD( ˆ︁A). Component size, excess, and ball bounds pass to subgraphs; splitting components decreases
the sum of their squared sizes. This proves the uniform assertion.

We shall also use a version of Lemma 4.2 at the larger degree threshold D = 1024L. Fix
L∗ ≥ max{2, L32}. If m > 2L∗, put L = ⌈max{L∗,mu}⌉. Outside probability 2(32m)−32 + e−32m,
every edge partition with degmax(F ) ≤ 1024L and |V ′(H)| ≤ m/L satisfies

∥AF − pMm∥ ≤ C∗
√︁

max{1,mu}+ 64m(u− ℓ). (4.3)

Indeed, extend the graph to 32m vertices using independent Bernoulli(p) edges outside its original
block, and apply Lemma 4.2 with upper endpoint max{u, L∗/m}. Replace the original block
by AF and delete the other edges touching vertices above its degree threshold. The modified
set has size at most twice the permitted unit m/max{L∗,mu}, and all row sums are at most
2048max{L∗,mu} ≥ 1024L. Compression gives (4.3). A violating original graph has no extension
in the simultaneous regularization event, so the stated failure bound holds under its marginal law.
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4.2 The conditional law of a disagreement graph

For β ∈ [0, 1], let

νβ,g(s) =
Ls(g)

β∑︁
x Lx(g)β

.

The graph always has its original SBM marginal. Conditional on G = g, let σ, τ be independent
with law νβ,g.

Lemma 4.4. Put r− = b/(n− b), r+ = a/(n− a), and

ℓ =
r3−/r

2
+

1 + r3−/r
2
+

, u =
r3+/r

2
−

1 + r3+/r
2
−
.

Conditional on the disagreement set V , its common exterior spins, and all edges outside
(︁
V
2

)︁
, the

graph G[V ] has successive edge probabilities in [ℓ, u]. For fixed g, V and common exterior, the
orientation s = σV = −τV has the full-cube law

λβ,V (s) ∝ exp

⎧⎨⎩2βJn
∑︂

ij∈E(g[V ])

sisj + βγn

(︄∑︂
i∈V

si

)︄2
⎫⎬⎭ . (4.4)

Both conclusions remain true after replacing τ by −τ whenever dH(σ, τ) > n/2. If θ ≤ 1/30,
n ≥ 2a, and p = d/n, then

ℓ < p < u < 2p, u− ℓ ≤ 60pθ, Jn ≤ 3θ, |γn| ≤ 3pθ, |γn + pJn| ≤ pθ3. (4.5)

Proof. Write Zβ(g) =
∑︁

s Ls(g)
β. The joint mass of (g, σ, τ) is

2−nZ1(g)
Lσ(g)

βLτ (g)
β

Zβ(g)2
.

For graphs g0, g1 differing by addition of one edge, Ls(g
1)/Ls(g

0) belongs to {r−, r+}, while

Zβ(g
1)/Zβ(g

0) lies in [rβ−, r
β
+]. The full conditional edge odds therefore lie in

[r1+2β
− /r2β+ , r1+2β

+ /r2β− ] ⊆ [r3−/r
2
+, r

3
+/r

2
−].

Conditional expectation preserves the corresponding probability interval under the coarser exposure
in the statement.

On a fixed fiber, the crossing edge terms cancel between the two replicas. If my is the exterior
magnetization and ms =

∑︁
i∈V si, the two dense terms sum to βγn(m

2
y +m2

s), proving (4.4). Sign
alignment multiplies each pair mass by two if |V | < n/2, by one if |V | = n/2, and by zero otherwise.
This factor is constant on each remaining fiber and preserves both conditional laws.

For (4.5), set z = p/(1− p) < 1. Then

r− = z
1− θ

1 + zθ
, r+ = z

1 + θ

1− zθ
, γn = − arctanh(zθ), Jn = arctanh θ + arctanh(zθ).

Thus ze−3θ ≤ r− < z < r+ ≤ ze3θ; applying x ↦→ x/(1 + x) gives the first two estimates. The
remaining bounds follow from the integral formula for arctanh and 0 ≤ arctanhx− x ≤ 4x3/9 for
0 ≤ x ≤ 1/2. In the last bound the linear terms cancel because (1− p)z = p.
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5 A tempered initialization

We first sample at inverse temperature of order κ−1/2. The observed interaction is decomposed
into a bounded-excess reference measure, a small matrix, and a positive matrix of rank at most
two. The first two terms are handled by Gaussian block resampling, and the final two-dimensional
mixture is integrated directly.

Proposition 5.1. There are absolute cinit > 0 and Cinit such that the following holds. Fix rational
parameters with θ ≤ 1/30, κ ≥ Cinit, and a rational

cinit
2
√
κ
≤ t ≤ cinit√

κ
.

For every requested accuracy ε ∈ (0, 1) there is a graph-only sampler for νt,G with expected total
variation error at most ε + O(n−32). Its bit and random-bit costs have deterministic polynomial
bounds in n and ε−1 for fixed parameters. On a sufficiently small compact parameter neighbor-
hood, the same auxiliary choices, error bound, and polynomial apply uniformly, with polynomial
dependence also on the rational input length.

Proof. Take B = 32 and e0 = 93 in Lemma 4.3. Choose an integer L ≥ max{L32, a}, of order a
once Cinit is large, and set D0 = 1024L. Use the canonical partition (H,F, T, U) of the observed
graph at this threshold. Write p = d/n, and define

λ0 = t(pJn + γn), λ1 = tpJnθ,

S = t(JnAF + γnΠUMnΠU ) + (λ0 + λ1)ΠU ,

E = tγn(Mn −ΠUMnΠU ), R = tJnAH + E.

For n ≥ 2a, both λ0 and λ1 are nonnegative. For λ0, this follows from monotonicity of arctanh(x)/x
and (1− p) pθ/(1− p) = pθ.

Choose a sufficiently small absolute b0 > 0, depending only on e0, such that 3b0Ce0 ≤ 3/16,
where Ce0 = 256 4e0 is the covariance constant in Lemma 3.1. From the observed matrix S, compute
a positive semidefinite matrix C of rank at most two, supported on U × U , whose error is within
b0/100 of the best such approximation in operator norm. One may use a rational approximate
orthogonal diagonalization, retain the two largest positive diagonal entries, and refine until the off-
diagonal error is below b0/1000. If a rank-two positive semidefinite witness C∗ obeys ∥S−C∗∥ ≤ δ,
the discarded eigenvalues lie in [−δ − o(b0), δ + o(b0)], which proves the approximation assertion
without requiring eigenvalue separation. The certified implementation is covered by Lemma A.1.

Fix this matrix once and put K = S − C. The decomposition

t(JnAg + γnMn) = R+K + C − (λ0 + λ1)ΠU (5.1)

is exact. The last term is diagonal and does not change the spin law. The algorithm accepts only
if the component excess of H is at most e0, the boundary-ball bounds hold, and

tJn
√︁
D0 ≤ 1

2 , qblk ≤ 1
2 , δ ≤ 1, ∥K∥ ≤ b0, (5.2)

with the notation of Lemma 3.1. These conditions have finite certificates. In particular, writing
mi = |Qi| and ui = |Qi ∩ U |, the intercomponent entries and the within-component energy are
bounded by

Wij = t|γn|(mimj − uiuj), δ =
t|γn|
2

max
i

{m2
i − u2i − (mi − ui)}.
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Use ∥W∥F in place of qblk for the test, and fixed certified precision with a strict acceptance margin.
Rejection produces an arbitrary fixed spin.

We first describe sampling on a certified graph. Lemma 3.1 gives

∥ΠU CovπR,h
ΠU∥ ≤ Ce0 (h ∈ Rn).

The law πR,h can be sampled and its partition function computed to arbitrary prescribed precision
by Lemma 3.4. Indeed, take the reference signs to be +1 on U and −1 on T . If k counts plus spins
and ℓ counts agreement with these signs, then

M(s) = 2k − n,
∑︂
i∈U

si = k + ℓ− n,

so the dense remainder depends only on these counts:

1

2
s⊤Es =

tγn
2

{︁
(2k − n)2 − (k + ℓ− n)2 − |T |

}︁
.

The component excess e0 is fixed, so pinning endpoints of its non-tree edges costs only a constant
factor in the count dynamic program.

For α ∈ [0, 1], add αK by the Gaussian sampler of Lemma 3.2, using the positive matrix
Bα = αK + 2b0ΠU . The diagonal shift is immaterial, and

∥B1/2
α CovπR,h

B1/2
α ∥ ≤ 3b0Ce0 ≤ 3/16.

The resulting Gaussian block kernel has gap at least 13/16, uniformly in h and α. Each transition
samples a Gaussian field and then the count reference law. Its mixing time from a fixed spin is
polynomial because the logarithm of the reciprocal minimum spin mass is polynomially bounded
for all fields used below.

These samplers also estimate the partition function Z1(h) of πR+K,h. Along a mesh in α of spac-
ing at most 1/max{1, ⌈b0n⌉}, consecutive partition ratios are expectations of exp{s⊤Ks/(2N)},
which lies in [e−1/2, e1/2]. Polynomially many independent samples estimate each ratio to prescribed
relative accuracy, with any prescribed inverse-polynomial failure probability. Multiplication, start-
ing from the count-DP value Z0(h), gives a relative partition estimate with polynomial cost. All
numerical errors are allocated using Lemma A.1.

Factor C = L⊤L with two rows, allowing a zero row. Since the entries of S are uniformly
bounded for fixed parameters, ∥C∥ and each row sum

∑︁
i |Lji| ≤

√︁
n∥C∥ are polynomially bounded

on every input. The Hubbard–Stratonovich representation [LMRW24, Theorem 3.12] makes νt,g
the spin marginal of

e−∥y∥2/2 exp{s⊤(R+K)s/2 + y⊤Ls}, y ∈ R2.

Conditional on s, y is N(Ls, I2). A polynomial-radius box therefore contains all but ε/10 of the
mass. On this box, the log joint density is uniformly Lipschitz with a polynomial constant. A
mesh of inverse-polynomial spacing in n and ε−1 changes its normalized spin marginal by at most
ε/10. The number of cells is polynomial because the dimension is two. Estimate their weights
|Q|e−∥yQ∥2/2Z1(L

⊤yQ) to small relative error, sample the resulting categorical law, and sample the
conditional spin at its chosen midpoint. A union bound for the partition estimates and the allocated
numerical errors gives total error at most ε on every certified input. This construction retains the
exact residual K from (5.1); numerical approximations do not redefine the target.
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It remains to verify the certificate. Conditional on any planted labeling x, the graph is an
independent-edge graph with probabilities at most a/n. Lemma 4.3 gives, outside probability
n−32,

max
Q

|Q| ≤ n1/8, S2(H) ≤ e−D0/16n, exc(Q) ≤ e0.

The modified set V ′(H) has size at most 10n/a, after increasing the absolute parameter floor.
Applying [LLV17, Theorem 2.1] with exponent 32 and maximum retained degree D0 = O(a) gives,
outside another probability n−32,

∥AF − E[Ag | X = x]∥ ≤ C
√
a.

The conditional mean is pMn + pθ(xx⊤ − In). Hence

S = λ01U1
⊤
U + λ1(ΠUx)(ΠUx)

⊤ + tJnΠU (AF − E[Ag | X = x])ΠU .

The first two terms are the rank-two positive witness. The last has norm O(tθ
√
d) = O(cinit), so

the constructed residual satisfies ∥K∥ ≤ b0/4 when cinit is sufficiently small. Likewise,

tJn
√︁
D0 = O(cinit), ∥W∥F ≤ t|γn|n

√︁
e−D0/8 + 2e−D0/16, δ ≤ 1

2 t|γn|n
1/4.

The second quantity is O(cinit
√
d e−cd) and the third tends to zero. They are therefore at most

1/4 and 1/2, respectively, after increasing Cinit and then n. Every condition in (5.2) has a fixed
strict margin on this event, so fixed-precision certification succeeds. This proves the expected error
bound.

For local uniformity, choose t in the interior of its permitted interval and fix L above the largest
a in a sufficiently small compact neighborhood. All certificate margins persist, all component and
regularization estimates have the same failure probabilities, and all fields and numerical budgets
admit common polynomial bounds there. The argument therefore gives the stated uniformity. The
finitely many excluded sizes use a bounded fallback.

6 Cooling the tempered law

Let Rβ,g be one random-scan single-site heat-bath update for νβ,g followed by multiplication by
an independent fair sign. On even functions, its Dirichlet form is the ordinary single-site Dirichlet
form.

Proposition 6.1. There are absolute θw > 0 and Cw ≥ Cinit such that, if θ ≤ θw and κ ≥ Cw,
the following holds. Fix t as in Proposition 5.1, and put ρt = e−tκ/8. There is a polynomial An, of
degree at most two, and functions bn,β(g) ∈ [0, 1/2] such that for every even f ,

Varνβ,gf ≤ AnEνβ,g ,Rβ,g
(f, f) + bn,β(g) osc(f)

2, t ≤ β ≤ 1,

for every graph g, and
sup

β∈[t,1]
Ebn,β(G) ≤ 3n−16 + 4e−tκρtn/4.

Proof. Choose the absolute constants so that t ≤ 1/6 and tκ ≥ 8. For every planted labeling x and
every s,

νβ,G(s) ≤ min{1, (Ls(G)/Lx(G))
β} ≤ (Ls(G)/Lx(G))

t.
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The Bernoulli affinity on a changed pair is at most e−κ/(2n). Interpolating its likelihood moment
between exponents zero and 1/2 gives

EG|X=x(Ls(G)/Lx(G))
t ≤ e−tκk(n−k)/n, k = dH(s, x).

The same Hamming-layer summation as in Lemma 2.1, using log(en/k) ≤ tκ/4 for k > ρtn, yields

EX,Gνβ,G{d±(s,X) > ρtn} ≤ 4e−tκρtn/4. (6.1)

Two replicas therefore satisfy d±(σ, τ) ≤ 2ρtn outside probability 8e−tκρtn/4.
We next bound the orientation variance on disagreement sets of size m ≤ 2ρtn. Use the interval

[ℓ, u] of Lemma 4.4. If m ≥
√
n, set

L = ⌈max{L∗,mu}⌉, D = 1024L, e∗ = 93, ∆ = D + 37 logm,

where the absolute L∗ is at least max{2, L32}. Only finitely many L occur for fixed parameters.
Lemma 4.3 and (4.3) give their conclusions outside probability at most 3n−16. Decompose the
orientation interaction exactly as

2(JnA+ γnMm) = K + JH + E,

K = 2(JnAF + γnΠUMmΠU ), JH = 2JnAH , E = 2γn(Mm −ΠUMmΠU ).

Using (4.5) and (4.3), with mpθ2 = κm/n, gives

∥K∥ ≤ C
(︁
θ +

√︁
κm/n+ κm/n

)︁
. (6.2)

The component perturbation bounds are

qblk ≤ 6θL
√︁
e−128L + 2e−64L, δ ≤ 3dθn−3/4,

and
2Jn

√
D ≤ 192

√︁
L∗ + 1 θ + 192

√︁
2κm/n.

Choose θw sufficiently small, and then Cw sufficiently large, so that

2κe−cinit
√
κ/16

is smaller than an absolute constant sufficient for all three bounds. Since m/n ≤ 2ρt and t ≥
cinit/(2

√
κ), every hypothesis of Proposition 3.3 holds, uniformly in β ∈ [0, 1] and any external

field. Its single-site variance coefficient is at most

16e5+2e∗+32∆/D ≤ Cn,

because 32 · 37/D ≤ 1. Keeping the factor D−1 in the tree entropy bound is useful here: the
variance coefficient grows at most linearly with n.

For m <
√
n, couple the graph below G(m, 2d/n). A component of size at least 40 contains a

tree on 40 vertices, so the tree union bound gives

P(max
Q

|Q| ≥ 40) ≤ m(8dm/n)39 ≤ (8d)39n−19.

Otherwise use H = A, let U be its singleton vertices, and take D = 1, ∆ = 40, and excess bound
402. The bulk norm and block influence are Oa,b(n

−1/2), and the within-component perturbation
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is Oa,b(n
−1). Proposition 3.3 again gives a fixed single-site variance coefficient for large n. The

empty fiber has zero variance. Thus there is a deterministic notion of a good graph on m vertices
such that, uniformly over the eligible sequential laws,

P(A is not good) ≤ 3n−16, Varλφ ≤ Cn

m∑︂
i=1

EλVarλ(φ | s−i), (6.3)

where Cn = Cn for a sufficiently large absolute integer C, and λ is the orientation law on a good
fiber.

Fix g, align the second replica by its global sign, and write V for their disagreement set and y
for the common exterior. Lemma 4.4 allows (6.3) to be applied to the conditional graph law. Let
ϵn,β(g) be the aligned-pair probability that |V | > 2ρtn or that g[V ] is not good. Equations (6.1)
and (6.3) give

Eϵn,β(G) ≤ 3n−16 + 8e−tκρtn/4.

For an even f , define Ψ(s) = f(y, s) − f(y,−s) on the fiber. It is odd and hence centered under
(4.4). Moreover,

Varνβ,gf = 1
2Eal[f(σ)− f(τ)]2.

Applying (6.3) on good fibers and the oscillation bound on the others gives

Varνβ,gf ≤ Cn

2

∑︂
i

Eal

[︁
1{i∈V }Var(Ψ | sV \{i})

]︁
+
ϵn,β(g)

2
osc(f)2.

To compare the first term with ordinary heat bath, condition on the two configurations outside i.
Let pi, qi be their conditional plus probabilities and ai, ci the corresponding increments of f . Before
alignment, the opposite-sign contribution to the fiber variance equals

pi(1− pi)qi(1− qi)

pi(1− qi) + (1− pi)qi
(ai + ci)

2.

The denominator is at least each of pi(1 − pi) and qi(1 − qi). Alignment multiplies masses by at
most two, so integration bounds this contribution by 8Eνβ,gVar(f | s−i). Consequently the asserted
inequality holds with An = 4nCn and bn,β = ϵn,β/2. The expectation bound follows.

Theorem 6.2. There are absolute θw > 0 and Cw such that, for every fixed rational a > b > 0
with θ ≤ θw and κ ≥ Cw, there is a graph-only posterior sampler with deterministic polynomial bit
and random-bit bounds on every input graph and

EGTV(ˆ︁µG, µG) = o(1).

No additional condition on d is imposed. About every parameter pair with θ < θw and κ > Cw,
there is a compact rational rectangle on which the same auxiliary choices give a common error
ψ(n)+ ε, with ψ(n) → 0, and a common polynomial bound in n, the rational input length, and ε−1.

Proof. The single-site kernel is an average of conditional-expectation projections. It is positive
semidefinite and commutes with the global-sign projection. Thus Rβ,g is also positive semidefinite.
The even weak Poincaré estimate of Proposition 6.1, together with Lemma 2.3, gives, for any
symmetric law λ ≤Mνβ,g,

TV(λRT
β,g, νβ,g) ≤

√
M

(︃
1
2e

−T/(2An) +
√︂
bn,β(g)

)︃
.
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Initialize using Proposition 5.1 to accuracy n−4 and symmetrize by a fair sign. Choose

N = 4n2, βj = t+ (1− t)j/N (0 ≤ j ≤ N), T = 20An⌈log2(n+ 1)⌉.

The spin-dependent log likelihood Hg(s) = JnFg(s) + γnM(s)2/2 has oscillation at most 2n2 on
every graph for n ≥ 2a and θ ≤ 1/30. Hence

νβj−1,g ≤ e νβj ,g.

At stage j, run T transitions of Rβj ,g. Compare this stage with the same kernel started from the
exact preceding target; total variation contraction carries the previous error forward. Thus warmth
is required only of consecutive exact targets. Summing the displayed warm-start bound and using
Jensen’s inequality gives expected endpoint error at most

n−4 +O(n−32) +

√
e

2
Nn−10 +

√
eN
√︁
3n−16 + 4e−tκρtn/4 = o(1).

The endpoint target is ν1,g = µg. Since An = O(n2), this cooling stage uses O(n4 log n) heat-bath
transitions; the initialization and the arithmetic costs are additional.

At site i, the exact conditional log odds are

2βj

⎛⎝Jn ∑︂
k: ik∈E(g)

sk + γn
∑︂
k ̸=i

sk

⎞⎠ .

Lemma A.1 evaluates these probabilities and implements the site and sign choices with deterministic
bit budgets. Taking each row error at most n−4/(NT ) adds at most n−4 to the endpoint error. All
caps hold on arbitrary graphs, including those on which the initializer rejects its certificate.

For local uniformity, fix an interior t and the excision degree used in Proposition 5.1 on a suf-
ficiently small compact rectangle. There are finitely many disagreement-degree choices L on this
rectangle. All strict small-interaction inequalities persist, tκρt has a positive common lower bound,
and An has a common polynomial majorant. The preceding proof therefore has a common van-
ishing statistical error and a common polynomial implementation bound. Replacing the numerical
tolerance by a smaller value if needed gives the stated ψ(n) + ε guarantee.

7 A recovered phase and its fluctuations

We next give a sampler in the regime

κ ≥ Cph(1 + log d), (7.1)

where Cph is an absolute constant, chosen sufficiently large below. The construction starts from
the recovery algorithm in Proposition 2.2. Its purpose is to locate a phase; the subsequent sampler
must still generate the uncertainty within that phase. Throughout this section, put

r = e−κ/64, ϵ = r2, ρ = 2r3, hmax = τn(2rn+ 1).

All assertions concern sufficiently large n, with the threshold allowed to depend on the fixed param-
eters. We may take Cph ≥ 230 and increase it a finite number of times. This choice is deliberately
conservative.
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7.1 A deterministic core construction

For a vertex set D and an integer t ≥ 1, let clt(D) be its closure under repeatedly adding vertices
with at least t neighbors already present. This closure does not depend on the order of additions.
For a spin w, its signed neighbor sum at v is wv

∑︁
u∼v wu.

Run the recovery algorithm and call its output ˆ︁z. Repeatedly flip the least vertex with negative
signed neighbor sum, stopping when none remains; denote the resulting spin by z. Define

B0 = {v : degg(v) /∈ [d/4, 4d]} ∪

{︄
v : zv

∑︂
u∼v

zu < θd/4

}︄
,

B = cl⌈θd/32⌉(B0), K = [n] \B. (7.2)

Every flip increases the integer Fg by at least two, so there are at most |E(g)| flips. Thus the con-
struction has deterministic polynomial bit cost on every graph. The small magnetization obtained
below is sufficient for the later scalar-field correction.

Proposition 7.1. Assume (7.1). More generally, the initializer may be any graph-only rule satis-
fying

P{d±(ˆ︁z,X) > ρn} = o(1).

With probability 1− o(1), the output of (7.2) satisfies

(i) d±(z,X) ≤ rn/4, |M(z)| ≤ rn/8, and |B| ≤ rn/8;

(ii) every component of g[B] has size at most ⌈512 logn/κ⌉, and the maximum degree of g[K] is
at most 4d;

(iii) for every η ∈ {−1,+1}B, every nonempty connected S ⊂ K of size at most rn, and every
|h| ≤ hmax, writing y = (zK , η) and letting yS negate y on S, we have

exp{Jn[Fg(y
S)− Fg(y)] + h[M(yS)−M(y)]} ≤ e−κ|S|/8. (7.3)

Proof. The argument uses small-set sparsity and the fact that atypical planted neighbor sums are
rare. Set

α =
θd

2048
, t =

⌈︃
θd

64

⌉︃
, p0 = 3e−κ/16.

The parameter assumption implies, with ample slack,

α ≥ 8, r ≤ θ/128, 64ϵ ≤ r, p0 ≤ ϵ/4, 8192r2 < θ,

log(ed/α) ≤ κ/256, log(64e/r) ≤ κ/32, 4ea
√
p0 ≤ e−κ/128 < 1/2.

(7.4)

Indeed, d ≥ κ, a ≤ 2d, and log(1/θ) ≤ 1
2 log d; taking logarithms reduces all these comparisons

to (7.1).
We first condition on a planted vector with |M(X)| ≤ n2/3. The probability of the com-

plementary event tends to zero by Hoeffding’s inequality. Conditional on this vector, the edges
are independent and have probabilities at most a/n ≤ 2d/n. We use the standard Chernoff and
Bernstein inequalities throughout; see [BLM13, Chapter 2].

Write eg(U) for the number of edges inside U . For 1 ≤ j ≤ rn, Chernoff’s inequality and a
union bound give

P{∃U : |U | = j, eG(U) > αj | X} ≤
[︃
en

j

(︃
edj

αn

)︃α]︃j
≤ (j/n)3j .
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The last inequality follows from (7.4) by putting v = log(n/j) ≥ κ/64. Summing first over j ≤
√
n

and then over j >
√
n proves that, with probability 1− o(1),

eG(U) ≤ α|U | (|U | ≤ rn). (7.5)

Let j∗ = ⌈rn/64⌉ and TX(U) =
∑︁

ij∈∂GU XiXj . For a fixed j∗-set, writing AU =
∑︁

i∈U Xi, we have

E[TX(U) | X] =
d

n
{θj∗(n− j∗) +AU (M(X)−AU )} ≥ 31

32
θdj∗.

Its conditional variance is at most 33dj∗/32 for all sufficiently large n. Bernstein’s inequality bounds
the probability that TX(U) < θdj∗/4 by e−κj∗/8. A union bound using (7.4) therefore gives

TX(U) ≥ θd|U |/4 (|U | = j∗) (7.6)

with probability 1 − o(1). The same Chernoff argument shows that every set of size jin = ⌈ρn⌉ is
incident to at most 8djin edges, with probability 1− o(1): the conditional mean for a fixed set is at
most 2djin, whereas the union-bound entropy is at most jin log(en/jin) and log(en/jin) ≤ 1+3κ/64.

Define the planted exceptional set

AX = {v : degG(v) /∈ [d/4, 4d]} ∪

{︄
v : Xv

∑︂
u∼v

Xu < θd/2

}︄
. (7.7)

For a deterministic set U with |U | ≤ rn and v ∈ U , let Cv(U) be the union of the three events

degUc(v) < d/4, degUc(v) > 4d− θd/32, Xv

∑︂
u/∈U :u∼v

Xu < 17θd/32. (7.8)

The conditional external-degree mean lies in [31d/32, 33d/32], the signed-sum mean is at least
31θd/32, and both variances are at most 33d/32. These bounds follow directly from |M(X)| ≤ n2/3,
|U | ≤ rn, and r ≤ θ/128. Bernstein’s inequality, applied with deviations 23d/32, 94d/32, and
7θd/16, yields

P(Cv(U) | X) ≤ p0. (7.9)

For fixed U , these events are mutually independent and independent of the edges inside U , condi-
tional on X. Moreover,

v ∈ AX , |NG(v) ∩ U | ≤ θd/32 =⇒ Cv(U). (7.10)

The singleton bounds give E(|AX | | X) ≤ p0n. Two membership indicators share only their possible
connecting edge, so their covariance has absolute value at most a/n. Hence

Var(|AX | | X) ≤ (1 + a)n, P{|AX | > ϵn | X} = o(1).

On (7.5), every nonempty D with 2|D| ≤ rn satisfies

| clt(D)| < 2|D|. (7.11)

Otherwise, at the first size 2|D|, the added vertices supply t|D| distinct internal edges, charged to
the later endpoint. This contradicts t > 2α. The empty set has empty closure.

We now intersect these events with recovery success and orient X so that dH(ˆ︁z,X) ≤ ρn. The
graph events are invariant under this global sign choice. The incident-edge bound gives

FG(X)− FG(ˆ︁z) ≤ 16djin ≤ 32dρn.
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All local-ascent iterates have at least this energy. An iterate with exactly j∗ errors would, by (7.6),
have energy deficit at least θdrn/128 > 32dρn. Since the number of errors changes by one at each
flip, it remains below j∗.

Put W = clt(AX) and E0 = {v : zv ̸= Xv}. By (7.11), |W | ≤ 2ϵn. If E0 \W were nonempty,
local stability would imply, for each of its vertices,

0 ≤ zv
∑︂
u∼v

zu ≤ −θd/2 + 2|NG(v) ∩ E0|.

Since a vertex outside W has fewer than θd/64 neighbors in W , every vertex of E0 \W would have
more than 15θd/64 neighbors in that set. This contradicts (7.5). Thus

E0 ⊂W, |W | ≤ 2ϵn. (7.12)

In particular, dH(z,X) ≤ 2ϵn and |M(z)| ≤ n2/3 + 4ϵn ≤ rn/8 for all sufficiently large n. The last
inequality uses the fixed strict comparison 4ϵ < r/8, rather than an asymptotic relation between
the fixed parameters.

Outside W , the spins z and X agree and the z-margin is greater than θd/2 − 2θd/64 > θd/4.
Thus B0 ⊂W . Since the closure threshold defining B is at least t, also B ⊂W . Consequently, for
every v ∈ K,

degG(v) ≤ 4d, zv
∑︂
u∼v

zu ≥ θd/4, |NG(v) ∩B| < θd/32. (7.13)

We also need logarithmic exceptional components. If U is a component of G[W ] of size j ≤ rn,
at most j/32 of its vertices were added to the closure: charge their t earlier edges and use (7.5).
At most a further j/32 vertices have more than θd/32 neighbors in U . By (7.10), at least 15j/16
vertices satisfy Cv(U). Choose ⌈j/2⌉ of them and a spanning tree on U . Conditional on X, the

probability of a fixed witness is at most (a/n)j−1p
j/2
0 . The labeled-tree count and a union bound

yield

P{such a witness of size j | X} ≤
(︃
n

j

)︃
jj−2(a/n)j−14jp

j/2
0 ≤ ne−κj/128.

Summing for j ≥ ⌈512 logn/κ⌉ gives O(n−3). This calculation is made under the original condi-
tional edge law, before imposing any recovery or graph event. It therefore combines with those
events by a union bound. Since B ⊂W , it proves the component assertion.

Finally, for S ⊂ K with |S| ≤ rn and y = (zK , η), (7.5) and (7.13) give∑︂
ij∈∂GS

yiyj ≥
θd

4
|S| − 2eG(S)− 2eG(S,B) ≥ θd

8
|S|.

For n ≥ 2a, Jn ≥ θ and τn ≤ 2dθ/n. Thus hmax ≤ 5dθr ≤ Jnθd/16 for large n, and the logarithm
in (7.3) is at most −Jnθd|S|/8 ≤ −κ|S|/8. Integrating the conditional estimates over X completes
the proof.

7.2 Joint fluctuations and component tails

We analyze the joint distribution of the exceptional spins and the core defects. For s ∈ {−1,+1}n,
set

Dz(s) = {v ∈ K : sv ̸= zv}.
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Let Ωm be the set of spins for which every component of g[Dz(s)] has at most m vertices. For
0 < u ≤ 1, define

Q
(m)
h,u (s) ∝ 1Ωm(s)e

JnFg(s)+hM(s)u|Dz(s)|. (7.14)

For a positive radius parameter R, let

PR
h (s) ∝ 1{dH(s,z)≤Rn}e

JnFg(s)+hM(s). (7.15)

These laws omit the quadratic nonedge interaction; it will be restored exactly in the final sampling
step.

Proposition 7.2. Fix a rational R ∈ [3r/4, 7r/8] and an integer S ≥ 1. Put

cS =

⌈︃
max{4096, 128(2S + 16)}

κ

⌉︃
, LS = cS⌈log2 n⌉, K0 = 12 +

8192

κ
.

On graph/construction events of probability 1−o(1), simultaneously for |h| ≤ hmax, 0 < u ≤ 1, and
every integer ⌊Rn⌋ ≤ m ≤ ⌊rn⌋, we have

Q
(m)
h,u {dH(s, z) > Rn} ≤ e−κrn/64, (7.16)

(Q
(m)
h,u ⊗Q

(m)
h,u ){cmax(g[B ∪Dz(σ) ∪Dz(τ)]) ≥ LS} ≤ n−2S−10 + 2e−κrn/256. (7.17)

Here cmax denotes the largest component size, with value zero for the empty graph. On the same
events,

VarPR
h
(v · s) ≤ K0 logn ∥v∥22 (v ∈ Rn, |h| ≤ hmax). (7.18)

Proof. Fix an output satisfying Proposition 7.1. Conditional on sB = η, a spin in Ωm is determined
by the connected components of its core defect set. Call these components polymers. Distinct
polymers are disjoint and have no core edge between them. If yη = (zK , η), their activities are

wη,h,u(A) = u|A| exp{Jn[Fg(y
A
η )− Fg(yη)] + h[M(yAη )−M(yη)]} ≤ e−κ|A|/8.

The unnormalized joint weight of η and a compatible collection Γ is

eJnFg(yη)+hM(yη)
∏︂
A∈Γ

wη,h,u(A).

In particular, the marginal of η includes its conditional polymer partition function. All estimates
below hold uniformly in η, and are averaged over this actual marginal.

Deleting specified occupied polymers injects their collections into all compatible collections.
Hence their joint occupation probability is at most the product of their activities. With ∆ =
max{2, ⌈4d⌉}, the number of connected j-vertex core sets containing a given vertex is at most
∆2(j−1): a deterministic depth-first traversal of a spanning tree encodes the set by a walk of length
2(j − 1). The parameter assumption gives

∆2e−κ/16 ≤ 1
2 , ∆2e−3κ/32 ≤ 1

2 , 2e−κ/16 ≤ κ/48, 2e−3κ/32 ≤ κr/512.

For a fixed I ⊂ K, root each occupied polymer meeting I at its least vertex in I. Their total
size is at least |I|. Splitting each activity bound into two equal exponential factors, then dropping
compatibility, gives

Q
(m)
h,u {I ⊂ Dz(s) | η} ≤ e−κ|I|/16

⎛⎝1 +
∑︂
j≥1

∆2(j−1)e−κj/16

⎞⎠|I|

≤ e−κ|I|/24.
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After averaging over η and assigning each vertex to one of two independent replicas, we obtain

(Q
(m)
h,u ⊗Q

(m)
h,u ){I ⊂ Dz(σ) ∪Dz(τ)} ≤ e−κ|I|/32 =: ζ |I|. (7.19)

The event is empty if I meets B, so the bound also holds for arbitrary I ⊂ [n].
Expanding the product of polymer occupation indicators and using the same deletion bound

yields

E
Q

(m)
h,u

eκ|Dz |/32 ≤ exp

{︄∑︂
A

e−κ|A|/8(eκ|A|/32 − 1)

}︄
≤ e2ne

−3κ/32 ≤ eκrn/512.

Consequently,

Q
(m)
h,u {|Dz| > rn/4} ≤ e−κrn/256. (7.20)

Since |B| ≤ rn/8 and R ≥ 3r/4, leaving the ball requires more than 5rn/8 core defects. The same
exponential-moment estimate gives (7.16). Every spin in the ball belongs to Ωm, so

PR
h = Q

(m)
h,1 ( · | dH(s, z) ≤ Rn), TV(PR

h , Q
(m)
h,1 ) ≤ e−κrn/64. (7.21)

We next prove a single graph-dependent witness bound, uniform in the field, fugacity, and
cutoff. Retain W , AX , and the external tests from the proof of Proposition 7.1. On its good event,
B ⊂W , |W | ≤ rn/8, and (7.5) holds. For two independent replicas put

A+ =W ∪Dz(σ) ∪Dz(τ).

By (7.20), the probability that |A+| > rn is at most 2e−κrn/256. If U is a component of g[A+] of size
j ≤ rn, the closure-edge and internal-degree counts used above show that at least 15j/16 vertices
either satisfy Cv(U) or belong to the union of the replica defects. Choose ⌈j/2⌉ such vertices and
a spanning tree on U .

For each j ≥ 2, define Ξj on the original graph experiment by summing, over all these choices
and partitions I0 ∪ I1 of the selected vertices, the quantities

1{T⊂G}
∏︂
v∈I0

1Cv(U) ζ
|I1|.

For a fixed good environment, (7.19) bounds the remaining replica event. Therefore, for every
integer 2 ≤ ℓ ≤ ⌊rn⌋,

P{g[A+] has a component of size in [ℓ, rn]} ≤
⌊rn⌋∑︂
j=ℓ

Ξj . (7.22)

The right side contains no h, u, or m.
Conditional only on a planted vector with |M(X)| ≤ n2/3, the internal tree edges and external

tests are independent. Since p0 ≤ ζ, each witness has expectation at most (a/n)j−1ζ⌈j/2⌉. There
are at most 4j choices of the partitioned vertices and jj−2 trees on a specified set. Thus

E[Ξj | X] ≤ n(4ea
√︁
ζ)j ≤ ne−κj/128, E

⎡⎣⌊rn⌋∑︂
j=ℓ

Ξj

⃓⃓⃓⃓
⃓⃓X
⎤⎦ ≤ 2ne−κℓ/128. (7.23)

No recovery success or good graph event has been conditioned on in this expectation. Taking ℓ = LS

and using Markov’s inequality shows that the right side of (7.22) is at most n−2S−10 except on an
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event of probability O(n−5). This proves (7.17), since B ⊂W . Taking instead ℓ0 = ⌈4096 log n/κ⌉
shows, on another event of probability 1− o(1), that the pair-component tail at ℓ0 is at most

δ0 = n−10 + 2e−κrn/256.

Both events are uniform in h, u,m.
For completeness, the covariance bound uses component exchanges under this joint law, a version

of the replica-cluster operation of [Hou01]. Abbreviate Q = Q
(m)
h,1 . For independent σ, τ ∼ Q, let

A = B ∪Dz(σ) ∪Dz(τ) and set

ξU =
∑︂
i∈U

vi(σi − τi), U ∈ Comp(g[A]).

Exchanging the two restrictions on one entire component U preserves Q(σ)Q(τ). Vertex factors
are preserved coordinatewise, internal edge factors are exchanged, and every boundary edge meets
a reference spin in both replicas. The cutoff is also preserved: every core defect component stays
inside its uncertainty component and cannot merge through the boundary. The exchange negates
ξU and leaves the other component contributions unchanged. All cross terms consequently vanish,
and

VarQ(v · s) =
1

2
E
∑︂
U

ξ2U ≤ 2E
∑︂
U

|U |
∑︂
i∈U

v2i ≤ 2(ℓ0 + nδ0)∥v∥22.

Since |v · s| ≤
√
n∥v∥2, transferring to the ball by (7.21) adds at most 4ne−κrn/64∥v∥22. This

proves (7.18). Although the proof used X, the conclusions concern only the graph and construc-
tion output; their failure probability in that marginal experiment is at most the extended failure
probability just bounded.

8 Component updates and the exact posterior

8.1 A general initialized component sampler

We first isolate the sampling argument from the graph estimates. Let g, z,B,K,Ωm, and Dz be as
above, but now allow arbitrary positive vertex and edge factors:

w(s) =
∏︂
v

ϕv(sv)
∏︂

vw∈E(g)

ψvw(sv, sw), πu(s) ∝ 1Ωm(s)w(s)u
|Dz(s)|.

For 1 ≤ L ≤ m, let CL consist of all nonempty connected vertex sets of size at most L, and let
NL = |CL|. The kernel Pu chooses a set in CL uniformly and performs its exact heat-bath update.

Lemma 8.1. Put
δu = (πu ⊗ πu){cmax(g[B ∪Dz(σ) ∪Dz(τ)]) > L}.

Then Pu is reversible and positive semidefinite, and

Varπuf ≤ nNLEπu,Pu(f, f) +
δu
2
osc(f)2. (8.1)

Proof. Call a pair (σ, τ) good when all its uncertainty components have size at most L. Order
these components by their least vertex, and replace the restrictions of σ by those of τ in this order,
skipping unchanged restrictions. The path has at most n moves. At an intermediate state α, let
ω be the complementary assignment: it uses the original σ restrictions on processed components
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and the original τ restrictions on the others. The component-exchange argument in Proposition 7.2
gives

A(α, ω) = A(σ, τ), πu(σ)πu(τ) = πu(α)πu(ω),

and both intermediate configurations remain in Ωm.
Fix a directed move (α, β) and its component C. The map from endpoint pairs using this move

to their companions ω immediately before it is injective: α, ω determine the ordered components,
and C determines which have already been processed. Also ωC = βC . Every neighbor of C outside
C is a reference core vertex in both exteriors. Under either exterior, every assignment on C is
admissible because |C| ≤ m and no outside defect is adjacent to it. Hence the conditional laws on
C agree. Writing qC = πu(sC = βC | sCc = αCc), we obtain∑︂

(σ,τ): path uses (α,β,C)

πu(σ)πu(τ) ≤ πu(α)
∑︂

ω eligible

πu(ω) ≤ πu(α)qC .

In the middle sum only eligible companions are included; conditioning on each eligible exterior gives
the final inequality. The stationary transition mass for this block choice is πu(α)qC/NL. The stan-
dard multicommodity-flow comparison [Sin92], with paths of length at most n, bounds the good-pair
part of the variance by nNLEπu,Pu(f, f). The omitted pairs contribute at most δu osc(f)

2/2, giv-
ing (8.1). Each heat-bath operator is an orthogonal conditional-expectation projection, so their
average is reversible and positive semidefinite.

Proposition 8.2. Suppose every component of g[B] has size at most L, the maximum core degree
is at most ∆ ≥ 2, and

w(yAη )

w(yη)
≤ e−a0|A|

for every exceptional assignment η and every connected core set A of size at most m, where
∆2e−a0 ≤ 1/2. Suppose also that sup0<u≤1 δu ≤ δ. Let ν fix the core at zK and give the exceptional
spins mass proportional to w(zK , η). Given 0 < ε0 < 1, put

ϱ = 1 + 1/n, J = min{j : ϱj ≥ 2n/ε0}, uj = ϱ−j .

Starting from ν, run T updates successively at uJ−1, . . . , u0 = 1. Its output law λ satisfies

TV(λ, π1) ≤ ε0 +

√
e

2
Je−T/(2nNL) + J

√︁
eδ/2, J ≤ 1 + 2n log(2n/ε0). (8.2)

The initial law factors over the components of g[B]. If the factors are positive rationals and an enu-
meration cap is at least NL, the procedure has a finite-bit implementation with arbitrarily prescribed
additional TV error ξ, at cost polynomial in

n, b, J, JT, NL, 2L, log(1/ξ),

where b is their total bit length. All computation and random-bit bounds are deterministic.

Proof. The conditional polymer deletion bound and the connected-set count give

πu{Dz ̸= ∅ | sB = η} ≤ n
∑︂
j≥1

∆2(j−1)uje−a0j ≤ 2nu.

This holds uniformly in η. Conditional on Dz = ∅, the law is exactly ν, so TV(ν, πuJ ) ≤ ε0. With
the core fixed, the edge factors factor over the exceptional components; their laws can be sampled
by enumerating at most 2L assignments per component.
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Consecutive laws have the density-ratio bound

πuj+1(s)

πuj (s)
=

ϱ−|Dz(s)|

Eπuj
ϱ−|Dz |

≤ ϱn < e.

Apply Lemma 2.3 to (8.1), with initial density bound e, coefficient nNL, and defect δ/2. The

resulting one-stage error is at most
√
e
2 e

−T/(2nNL) +
√︁
eδ/2. Contraction of TV under Markov

kernels and a telescoping sum prove (8.2). The bound on J follows from log(1 + 1/n) ≥ 1/(2n).
For the implementation, all connected sets can be enumerated without repetition by reverse

search. The parent of a connected set of size greater than one deletes the largest vertex other than
its minimum whose deletion leaves it connected. Such a vertex exists by taking a nonroot leaf of a
spanning tree. Starting at singletons, test each adjacent candidate addition and recurse precisely
when its parent is the current set. This costs O(n2L3(NL + 1)) graph operations, and stopping at
any prescribed output cap bounds the cost on every graph. A heat-bath row requires at most 2L

assignments; membership in Ωm is checked by a graph search.
The fugacity uj = (n/(n + 1))j has bit length O(J log(n + 1)). Products and sums defining

the conditional rows therefore have bit length polynomial in the displayed quantities. Lemma A.1
supplies the required finite-bit categorical draws and bounds the accumulated TV error by ξ.
The same construction applies to the initial exceptional-component draws and the uniform block
choice. A cap smaller than NL is used only as a detectable fallback, with no sampling claim on
that input.

8.2 Sampling the ball law

Proposition 8.3. Under (7.1), fix a rational R ∈ [3r/4, 7r/8] and an integer S ≥ 1. On events
of probability 1− o(1), given the constructed g, z, B and any rational c with |c| ≤ 2rn+ 1, a graph-
only initialized algorithm samples PR

−τnc within TV error n−S. Its bit and random-bit costs are
deterministically polynomial in n and the bit length of c, on every input graph. The error bound is
uniform in all such c on the same good event.

Proof. Take m = ⌊Rn⌋ and use L = LS from Proposition 7.2. For the observed-edge and field
weight w(s) = eJnFg(s)−τncM(s), Proposition 7.1 verifies the activity hypothesis of Proposition 8.2
with a0 = κ/8. The uniform pair defect is at most 2n−2S−10 for all sufficiently large n.

To bound the block enumeration, conditional on the planted labels a fixed tree of size j occurs
with probability at most (a/n)j−1. Thus

ENLS
(G) ≤ n+

LS∑︂
j=2

(︃
n

j

)︃
jj−2(a/n)j−1 ≤ nLS(ea)

LS .

Choose a fixed integer DS ≥ 4cS(1 + a) + 10. Markov’s inequality gives P{NLS
(G) > nDS} = o(1).

Enumerate only up to this cap. Also check m ≥ LS , the core-degree bound, and the bound LS on
exceptional-component sizes; use a fixed output on any failure. These checks succeed on the good
events and make all remaining work deterministically bounded.

In Proposition 8.2, take

ε0 = n−S−3, J = min{j : (1 + 1/n)j ≥ 2nS+4}, T = ⌈4nNLS
(g)(S + 10)⌈log2 n⌉⌉ .

Then J = OS(n logn), and (8.2) is at most n−S−2 for large n. The initial exceptional compo-
nents and all update blocks have at most LS = O(log n) vertices, so their enumeration costs are
polynomial.
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For finite precision, replace the edge factor by

e2Jn =
a(n− b)

b(n− a)

on agreeing spins and by 1 on disagreeing spins. This is rational for rational parameters. Replace
the field factor e−2τnc on a plus spin by a positive rational approximation with logarithmic error at
most

η ≤ n−S−2

16n2(JT + 1)
.

Every full log weight then changes by at most nη; normalization changes each conditional row,
and the full initial law, by at most 4n2η in TV. Lemma A.1, with a further error budget n−S−2/4
for categorical draws, bounds the total numerical error by n−S−2. Since |τnc| is bounded by a
parameter-dependent constant, the required scalar precision and its bit cost are polynomial in log n
and the bit length of c.

Finally, map outputs outside the ball to z. For the exact law Q
(m)
−τnc,1

, this changes the condi-
tional ball law by at most the tail in (7.16); the map contracts all preceding TV errors. Their sum
is at most n−S for sufficiently large n.

8.3 Restoring the quadratic nonedge interaction

Theorem 8.4. There is an absolute Cph such that, for every fixed known rational a > b > 0
satisfying (7.1), a graph-only algorithm has deterministic polynomial bit and random-bit costs on
every graph and conditional output law ˆ︁µG satisfying

EGTV(ˆ︁µG, µG) = o(1).

At every parameter pair strictly inside this regime, the construction is locally uniform: on a suffi-
ciently small compact parameter neighborhood one may use a common rational R, common poly-
nomial caps, and one statistical error sequence tending to zero. For rational inputs in that neigh-
borhood the cost is polynomial also in their bit length.

Proof. Fix a rational R strictly between 3r/4 and 7r/8, set m = ⌊Rn⌋, and run (7.2). In addition
to the preceding observable checks, require

|M(z)| ≤ m/4.

This holds on Proposition 7.1’s event for sufficiently large n, because |M(z)| ≤ rn/8 and R ≥ 3r/4.
Otherwise return a fixed output. Put

An = |M(z)|+ 2m, p = ⌈(a− b)K0⌉+ 10, S = p+ 12,

where K0 is from Proposition 7.2. Every spin in the ball has |M(s)| ≤ An, and the observable
imbalance test gives An ≤ 9m/4 ≤ 63rn/32 < 2rn. Thus all fields queried below lie in the range
already covered by the preceding propositions.

For c ∈ [−An, An], define
f(c) = c− EPR

−τnc
M.

The endpoint signs are opposite. Differentiating the finite partition sum gives

f ′(c) = 1 + τnVarPR
−τnc

M, 1 ≤ f ′(c) ≤ 1 + (a− b)n =: Dn, (8.3)
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where we used τn ≤ (a− b)/n for n ≥ 2a and VarM ≤ n2. Hence there is a unique zero.
Use rational bisection to find an approximate zero. At each midpoint c, draw N = n8 indepen-

dent samples using Proposition 8.3 and let M be their mean magnetization. Stop if |c−M | ≤ 1/2;
otherwise retain the half indicated by its sign. Make at most

H = min{j : 2j ≥ 16AnDn} = Oa,b(log n)

queries, taking the final midpoint if there was no early stop. For exact samples, conditional on
every preceding query history, Chebyshev’s inequality gives a mean-estimation error greater than
1/8 with probability at most 64n−6. On the complement of these errors, all bisection signs are
correct; an early stop gives |f(c)| ≤ 5/8, and the final interval gives |f(c)| ≤ 1/8 by (8.3). Coupling
the implemented draws to the exact ones, using the uniform accuracy of Proposition 8.3, proves

|c− EPR
−τnc

M | ≤ 1 (8.4)

except with probability 64Hn−6 +HNn−S .
Given this rational c, propose s ∼ PR

−τnc and accept with probability

ac(s) = exp{−τn(M(s)− c)2/2}. (8.5)

The product of proposal and acceptance weights is

eJnFg(s)−τncM(s)ac(s) = e−τnc2/2eJnFg(s)−τnM(s)2/2.

Thus the accepted law is exactly

πzg = µg( · | dH(s, z) ≤ Rn) (8.6)

by (1.1). This identity holds for every c; centering is needed only to control the acceptance proba-
bility. Jensen’s inequality, (7.18) with v = 1, and (8.4) give

EPR
−τnc

ac(s) ≥ exp
{︂
−τn

2
E(M − c)2

}︂
≥ exp

{︃
−(a− b)K0

2
log n− a− b

2n

}︃
≥ n−p

for large n. Cap rejection at Tacc = np+2 independent trials and return z if none succeeds. The
exact failure probability is at most e−n2

; conditional on success, the first accepted sample has
law (8.6).

Use the ball sampler at accuracy n−S for each proposal and implement (8.5) with additive
scalar-evaluation and Bernoulli errors at most n−S each. The exponent is nonnegative and Oa,b(n),
so Lemma A.1 gives these accuracies in polynomial bit time. Coupling along the deterministic trial
cap adds at most 3Taccn

−S . Uniformly on the good graph/construction event, the output before
choosing a global sign is consequently within

64Hn−6 +Hn8n−S + e−n2
+ 3Taccn

−S = o(1) (8.7)

of πzg . The target does not depend on the bisection transcript, so this remains true after averaging
that transcript. Every loop is capped even if a statistical estimate fails.

Finally, apply an independent fair global sign. The balls of radius Rn around z and −z are
disjoint and have equal posterior mass. Symmetrizing (8.6) gives the posterior conditioned on their
union. Write q = e−κ/16 = r4. On the recovery event,

d±(s,X) < qn =⇒ d±(s, z) < qn+ rn/4 < Rn.
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Lemma 2.1 therefore bounds the expected posterior mass outside the union by

P{d±(z,X) > rn/4}+ 4e−κqn/8 = o(1).

The global-sign kernel contracts TV. Combining this bound with (8.7), the environmental failure
probability, and convexity of TV when averaging the construction seed proves the theorem.

We record why the uniformity assertion follows from the proof. Choose a compact neighborhood
on which R remains strictly between the two allowed endpoints and all inequalities used above retain
their strict slack. The parameters d, θ, κ, a − b then have finite upper bounds and positive lower
bounds as appropriate. Proposition 2.2 supplies a common recovery error sequence. All further
environmental estimates are explicit Chernoff, Bernstein, Chebyshev, and witness bounds with
constants uniform on that neighborhood. In particular, the planted-bad-set estimate is O(1/n)
with a uniform constant, and (7.23) is uniform. Use upper envelopes when choosing the integers
cS , DS , p, S and the numerical loop caps. The scalar precision requirements and rational arithmetic
bounds are then polynomial in the input bit length with common exponents. No uniformity is
inferred merely from the pointwise existence of a recovery algorithm.

9 An absolute threshold and real parameters

We now combine the two sampling constructions. The small-contrast construction works without
an upper bound on d, whereas the recovered-phase construction requires κ to dominate 1 + log d.
These conditions cover all sufficiently large κ: when the contrast is bounded below, d = κ/θ2 and
the logarithmic condition follows from a large absolute lower bound on κ.

To pass from rational to real parameters, the statistical error must be uniform on a neigh-
borhood. Pointwise convergence for each fixed rational pair would not suffice, since the rational
approximation used by the algorithm changes with n. The quantitative estimates established above
give the required uniformity.

Lemma 9.1. There is an absolute C with the following property. Fix (a∗, b∗) with a∗ > b∗ > 0 and
κ(a∗, b∗) > C. There are a compact rectangle U with rational endpoints containing (a∗, b∗) in its
interior, fixed auxiliary rational data, a function ψU (n) → 0, and an algorithm An,a,b,ζ such that,
for every rational (a, b) ∈ U , every dyadic 0 < ζ < 1, and all sufficiently large n,

Ea,bTV
(︁
An,a,b,ζ(G, ·), µa,bG

)︁
≤ ψU (n) + ζ.

One polynomial in n, the rational encoding length of (a, b), and ζ−1 bounds the bit and random-bit
costs on every graph. The rectangle and auxiliary data can be selected from finitely many certified
evaluations of a∗, b∗.

Proof. Choose a positive rational h0 such that 3h0 < θw, where θw is the small-contrast threshold
in Theorem 6.2. Let Cph be the constant in Theorem 8.4. Choose C above all preceding absolute
signal thresholds and sufficiently large that, for every x > C,

x > Cph

(︁
1 + log x+ 2 log(1/h0)

)︁
.

Such a choice is possible because x/ log x → ∞. If θ > h0, then d < κ/h20, so κ > C implies the
hypothesis of Theorem 8.4. If θ < 3h0, Theorem 6.2 applies. These two open parameter ranges
overlap.

A certified interval for θ of length less than h0/4 selects a branch. If its upper endpoint is at
most 2h0, select the small-contrast construction; otherwise its lower endpoint exceeds 7h0/4, and
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select the recovered-phase construction. Choose a sufficiently small compact rational rectangle U
around the true parameters, entirely inside the selected range and {a > b > 0, κ > C}. Write
a+ = supU a, b− = infU b, and κ− = infU κ. These quantities have finite rational upper or lower
bounds with strict slack.

For the small-contrast construction, fix one rational starting temperature in the interior of its
admissible interval throughout U , and fix the degree cutoffs using a+. The graph-decomposition
estimates are quantitative, and the simultaneous regularized spectral estimate [LLV17, Theorem 2.1]
is uniform for edge probabilities at most a+/n. The reference-measure certificates have fixed strict
margins. Consequently Theorem 6.2, including its local-uniformity assertion, supplies one error
function tending to zero and one polynomial operation bound throughout U . In particular, no
qualitative convergence rate depending on a changing rational input is used.

For the recovered-phase construction, Proposition 2.2 gives one uniform recovery error on U . Its
radius e−κ/16n is smaller than the radius 2e−3κ/64n allowed in the core construction. Fix one rational
R strictly between 3e−κ/64/4 and 7e−κ/64/8 throughout a smaller rectangle U . Every remaining
exponent and cutoff can be selected using upper and lower bounds on the fixed compact set. The
exceptional-set estimates, component-witness bounds, and bounded enumeration therefore have a
common vanishing failure probability. The local-uniformity assertion in Theorem 8.4 gives the
desired statistical bound. The magnetization estimate for the terminal local-ascent configuration
gives the required charge-restoration interval uniformly on U .

For either branch, first fix the statistical accuracies used by the Markov chains, the interpolation
schedule, and any outer rejection procedure. These are inverse powers of n with fixed exponents on
U . They are included in ψU (n). Allocate the separate numerical budget ζ over the deterministic
operation cap, as in Lemma A.1. Since b− > 0 and a, b stay in a bounded set, the logarithms
defining Jn, γn have uniformly controlled positive arguments for n ≥ 2a+. All required finite-
precision calculations consequently have a common polynomial cost in the rational input length
and the prescribed accuracy. Failed certificates or exceeded caps return a fixed configuration. Their
probabilities are part of ψU (n), while the caps hold on every graph and every history.

Finally, all auxiliary choices use strict inequalities between continuous functions of the parame-
ters. Enumerating rational rectangles and rational auxiliary data, and certifying these inequalities
by interval arithmetic, finds suitable data after finitely many parameter evaluations. This does not
require a modulus of convergence for ψU . Increasing ψU to one at the finitely many excluded sizes
completes the construction.

Lemma 9.2. Let P and Q be two joint laws of (X,G) on finite spaces, with posteriors µg and µ′g,
respectively. Then

EG∼PG
TV(µG, µ

′
G) ≤ 2TV(P,Q).

For any randomized graph-based rule A,

EPG
TV(A(G, ·), µG) ≤ EQG

TV(A(G, ·), µ′G) + 3TV(P,Q).

For the stochastic block model at two admissible parameter pairs with |a− a′|, |b− b′| ≤ δ, one has
TV(P,Q) ≤ nδ/2.

Proof. Write pg, qg for the graph marginals and introduce R(x, g) = pgµ
′
g(x). Disintegration and

the triangle inequality give∑︂
g

pgTV(µg, µ
′
g) = TV(P,R) ≤ TV(P,Q) + TV(QG, PG) ≤ 2TV(P,Q).
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The function g ↦→ TV(A(g, ·), µ′g) takes values in [0, 1], so changing its marginal law costs at most
TV(PG, QG). This proves the second inequality. For the last claim, couple the planted labels
identically and use the same uniform variable for each edge decision. Each of the

(︁
n
2

)︁
pairs differs

with probability at most δ/n, and the union bound proves the assertion.

Theorem 9.3. Let a > b > 0 be fixed real numbers with κ > C, where C is the absolute constant
in Lemma 9.1. Suppose certified evaluation of c ∈ {a, b} to absolute error 2−k has bit cost Tc(k).
There are finite auxiliary rational data, a function ηa,b(n) → 0, and a polynomial Pa,b such that,
for every dyadic 0 < ϵ < 1, the sampler satisfies, for all sufficiently large n,

Ea,bTV(ˆ︁µG,ϵ, µG) ≤ ηa,b(n) + ϵ.

After fixed preprocessing, it requests one approximation of each parameter at precision

k ≤ Ca,b + ⌈log2(n/ϵ)⌉

and has bit cost at most
Ta(k) + Tb(k) + Pa,b(n, ϵ

−1, k).

The polynomial also bounds its random-bit use on every input graph. The finite preprocessing cost
is included separately.

Proof. Take the rectangle U and algorithm from Lemma 9.1. Certified coarse evaluations give a
smaller rational rectangle containing (a, b) whose closure lies in the interior of U . They therefore
provide a positive lower bound on the distance to the boundary of U . Obtain dyadic approximations
a′, b′ with error at most δ = 2−k, choosing k so that (a′, b′) ∈ U and

δ ≤ ϵ

16n
.

A fixed additive constant in k ensures both conditions. Certified rational outputs may be rounded
to dyadics, increasing this constant by a fixed amount. Their encoding length is Oa,b(k).

Run An,a′,b′,ϵ/4 on the observed graph from the original model. By Lemma 9.2,

Ea,bTV(An,a′,b′,ϵ/4(G, ·), µ
a,b
G ) ≤ ψU (n) +

ϵ

4
+

3nδ

2
≤ ψU (n) + ϵ.

The same ψU applies to the rational pair varying with both n and ϵ. Set ηa,b = ψU . Substituting
its rational encoding length and the requested accuracy into the common polynomial bound in
Lemma 9.1 gives the stated cost. Every subsequent computation uses a′, b′; no further evaluation
of the original real parameters is required.

Proof of Theorem 1.1. For fixed rational a, b, apply Lemma 9.1 with ζn = 2−⌈4 log2 n⌉. Since ζ−1
n ≤

2n4, the bit and random-bit costs are polynomial, and the expected total-variation error tends to
zero. The two overlapping contrast ranges in the proof of the lemma impose no additional condition
on d.

For fixed real parameters use Theorem 9.3. In particular, if the parameters are polynomial-time
computable, choosing the same inverse-polynomial numerical accuracy gives polynomial total cost.
For arbitrary computable parameters, their evaluation costs remain in the bound; computability
by itself gives no polynomial-time estimate for obtaining the required digits.
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A Finite-precision implementation

This appendix collects the numerical facts used by both samplers. The statistical arguments specify
polynomial iteration caps and strict certificate margins. Numerical accuracy can then be allocated
once over the full operation count, including adaptive choices of fields. Throughout, the polynomial
may depend on a fixed compact parameter neighborhood, but not on the input graph.

Lemma A.1. The following operations have deterministic polynomial bit complexity in the di-
mension, the rational input length, the indicated magnitude bounds, and the requested number of
accuracy bits.

(i) Certified evaluation of log x for positive rational x, nonnegative square roots, and ey for poly-
nomially bounded |y|. Positive factors may be computed with a specified logarithmic relative
error.

(ii) Sampling a rational law on N outcomes to total variation error η. This uses O(log(N/η)) fair
bits and never selects a zero-probability outcome. A standard Gaussian vector in polynomial
dimension admits a finite-bit approximation coupled to it with any prescribed coordinate error
outside an event of probability at most η.

(iii) Given a symmetric matrix S whose entries admit polynomial-time certified evaluations, a
bound on ∥S∥, a fixed rank r, and η > 0, constructing a rational positive semidefinite matrix
C of rank at most r such that

∥S − C∥ ≤ inf
A⪰0, rank(A)≤r

∥S −A∥+ η.

A factor L with LTL = C can subsequently be evaluated to any prescribed precision. No
eigenvalue separation is required. Positive semidefiniteness of rational symmetric matrices
can be tested exactly in polynomial time.

If an ideal finite-state algorithm makes at most N∗ conditional sampling calls, and each implemented
call has conditional row error at most η/N∗ for every preceding history, the output error is at most
η. In particular, polynomially many calls with polynomial magnitude bounds admit deterministic
polynomial bit and random-bit caps at any inverse-polynomial numerical accuracy.

Proof. We record the precision choices to make the computational model explicit. The symmetric-
matrix algorithms used below are standard; see [GVL13, Chapters 2, 8–9]. For logarithms, scale x
into [1, 2] and use

log y = 2
∑︂
j≥0

((y − 1)/(y + 1))2j+1

2j + 1
.

The ratio is at most 1/3; the same series at y = 2 computes the scaling contribution. For exponen-
tials, reduce the argument to absolute value at most one, use the factorial series, and square back
with guard bits. Rational bisection computes nonnegative square roots, including near zero. These
procedures give certified errors and polynomial encoding lengths on the stated magnitude ranges.

For a categorical distribution, draw a uniform dyadic midpoint and select the first cumulative
probability strictly greater than it. With b bits, disagreement with a continuous uniform draw
occurs only in intervals meeting a cumulative-probability boundary, and has probability at most
N2−b. Choose b ≥ ⌈log2(N/η)⌉ + 1. For k Gaussian coordinates, truncate at R = O(

√︁
log(k/η)),

paying probability at most η/2, and invert the truncated distribution function on a dyadic grid.
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Its inverse has Lipschitz constant at most 2ReR
2/2, so polynomially many bits give the specified

coordinate error. Integrating the exponential series over [−R,R] supplies certified distribution
values. This is a coupling in coordinate distance; no total variation approximation of a continuous
law by a discrete law is asserted.

For the matrix assertion, approximate S by a rational symmetric matrix B, and use the
maximal-pivot Jacobi procedure of [GVL13, §8.5] to obtain a rational orthogonal O for which
the off-diagonal Frobenius norm of OTBO is at most a chosen δ. To retain exact orthogonality,
approximate each rotation’s half-angle tangent by a dyadic u and use the block

1

1 + u2

(︃
1− u2 2u
−2u 1− u2

)︃
.

If F ≥ 1 bounds ∥B∥F, approximate each exact rotation to operator error at most δ/(8Fm2). The
Jacobi contraction estimate then bounds the next off-diagonal norm by (1− 1/(m(m− 1))) times
the current norm plus δ/(4m2). Hence O(m2 log(F/δ)) rotations suffice. The rational denominators
acquire only a polynomial sum of bit lengths over these iterations; exact orthogonality bounds the
magnitudes of intermediate entries. The rotation formula uses rational operations and square roots
and requires no lower bound on a nonzero pivot.

Dimensions m ≤ 1 are treated directly. Let ˜︁S = O diag(OTBO)OT. If ∥B − S∥ ≤ δ, then
∥˜︁S−S∥ ≤ 2δ. Retaining the largest r positive diagonal entries gives a rational positive semidefinite
C of rank at most r. The spectral variational principle gives

∥˜︁S − C∥ ≤ inf
A⪰0, rank(A)≤r

∥S −A∥+ 2δ.

Thus δ ≤ min{η/4, 1/4} suffices. The selected columns of O, multiplied by square roots of the
retained diagonal entries, give the factor L. A rational positive-semidefiniteness test uses symmetric
elimination: a negative pivot rejects, a positive pivot permits a Schur complement, and a zero pivot
requires the remaining off-diagonal row to vanish. Standard exact elimination has polynomial bit
complexity; see [Sch86, Chapter 3].

Finally, couple the ideal and implemented decisions whenever their histories agree. A union
bound over at most N∗ calls bounds the probability of any discrepancy by η. This also applies to
adaptive choices, since the row bound is conditional on the complete previous history.

Here are the two error estimates used to apply the lemma. If unnormalized weights have log
errors bounded by δ uniformly on their common support, normalization puts their density ratio in
[e−2δ, e2δ], and hence bounds their total variation distance by e2δ − 1. The same bound applies to
every conditional row. If a coupled Gaussian field approximation has ℓ1 error at most δ outside an
event of probability τ , and the reference sampler has error ϵref , the total row error is at most

τ + ϵref + e2δ − 1.

For the Gaussian block sampler, matrices whose spectrum lies in a fixed interval [b, 3b] can be
square-rooted by a convergent matrix binomial series after centering at 2bI. On the Gaussian
truncation event, all sampled fields have polynomial magnitude. Choosing coefficient precision so
that the resulting ℓ1 field error meets the displayed budget completes the implementation.

All stopping rules in the paper are fixed caps. An inconclusive certificate, an exceeded enumer-
ation cap, or a failed capped rejection returns the specified supported fallback. On events where
the statistical proof guarantees success, these branches either do not occur or have the stated small
probability. This is why numerical accuracy can be chosen independently of the environmental
failure probability.
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